The 2nd Workshop on Hardware/Software
Support for High Performance Scientific and
Engineering Computing

SHPSEC-03

New Orleans, Louisiana, Sep. 27--Oct. 1, 2003

in conjunction with

The 12th International Conference on Parallel Architectures

and Compilation Techniques (PACT-03)

|>




Messages from the PACT-SHPSECO3 Workshop Chairs
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Architectures and Compiler Techniques (PACT-03) in New Orleans,
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The field of parallel and distributed processing has obtained
prominence through advances in electronic and integrated technologies
beginning in the 1940s. Current times are very exciting and the years
to come will witness a proliferation in the use of parallel and
distributed systems, or supercomputers. The scientific and
engineering application domains have a key role in shaping future
research and development activities in academia and industry.

The purpose of this workshop is to provide an open forum for computer
scientists, computational scientists and engineers, applied
mathematicians, and researchers to present, discuss, and exchange
research-related ideas, results, works-in-progress, and experiences
in the areas of architectural, compilation, and language support for
problems in science and engineering applications.

Possible topics include, but are not limited to:

e Parallel and distributed architectures and computation models

e Hardware/software co-design Compilers, hardware, tools,
programming languages and algorithms, operation system support
and 1/0 issues

e Techniques in the context of JAVA (Java multi-threading, Java
processors with parallelism, novel compiler optimizations for
Java, etc.)

e Compiler/hardware support for efficient memory systems

e Novel uses for threads to improve performance or power

e Software dynamic translation and modification

e Hardware/software and technological support for energy-aware
applications

e Network, Mobile/wireless processing and computing

e Software processes for development/maintenance/evolution of
scientific and engineering software

e Cluster and grid computing



e The application areas are to be understood very broadly and
include, but are not limited to, computational fluid dynamics
and mechanics, material sciences, space, weather, climate
systems and global changes, computational environment and energy
systems, computational ocean and earth sciences, combustion
system simulation, computational chemistry, computational
physics, bioinformatics and computational biology, medical
applications, transportation systems simulations,
combinatorial and global optimization problems, structural
engineering, computational electro-magnetics, data mining,
computer graphics, virtual reality and multimedia,
computational finance, semiconductor technology, and
electronic circuits and system design, signal and image
processing, and dynamic systems, etc.

There were a very large number of paper submissions from not only
the Asian Pacific, but also Europe and North America. All
submissions were reviewed by at least three committee members or
external reviewers. It 1is extremely difficult to select the
presentation on the workshop because there were many excellent and
interesting submissions. In order to allocate as many papers as
possible and keep the high quality of the workshop, we finally decide
to accept 25 papers for oral technical presentation on the workshop.
We believe all of these papers and topics will not only provide novel
ideas, new results, work in progress and state-of-the-art techniques
in this field and but also stimulate the future research activities in
the area of hardware/software support for high performance computing
in science and engineering applications.

The program for this workshop is the result of hard and excellent work
of many others, reviewers and program committee members. We would like
to express our sincere appreciation to all authors for their valuable
contributions and to all program committee members and external
reviewers for their cooperation in completing the workshop program
under a very tight schedule. Last but not least, we thank Dr. Martin
Schulz and Prof. J. Ramanujam, the workshops chairs of PACT-03, for
their patience and effort for helping and encouraging the inclusion
of SHPSEC-03 in PACT-03.
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Abstract

In CC-NUMA multiprocessor systems, it is important to reduce the remote memory access time.
Based upon the fact that increasing the size of the LRU second-level (L2) cache more than a certain
value does not reduce the cache miss rate significantly, in this paper, we propose two split L2 caches
to utilize the surplus of the L2 cache. The split L2 caches are composed of a traditional LRU cache
and another cache to reduce the remote memory access time. Both work together to reduce total L2
cache miss time by keeping remote (or long-distance) blocks as well as recently used blocks. For
another cache, we propose two alternatives : an L2-RVC (Level 2 - Remote Victim Cache) and an L2-
DAVC (Level 2 - Distance-Aware Victim Cache). The proposed split L2 caches reduce total execution
time by up to 27%. It is also found that the proposed split L2 caches outperform the traditional single
LRU cache of double size.

Keywords: CC-NUMA, Cache Replacement Policy, On-Chip Cache, Split L2 Cache, Remote Victim
Cache, Distance-Aware Cache, Interconnection Network

1. Introduction

Most processors heavily rely on the cache to reduce the average memory access time. There have
been many studies on reducing the average cache access time, which depends not only on the cache
miss rate, but also on the cache miss penalty. Increasing the cache block size and prefetching the
cache block were proposed to reduce the cache miss rate, while the non-blocking cache, the critica
word first cache, and the cache hierarchy were proposed to alleviate the cache miss penaty. By
inserting the second level (L2) cache between the first level (L1) cache and memory, which is called
cache hierarchy, we could capture many accesses that would go out to memory otherwise. Another



advantage of cache hierarchy is to alow the small first level (L1) cache to keep up with the clock
frequency of a processor.

A current trend in the design of the L2 cache is an increase of associativity and capacity. As the
associativity of the L2 cache increases to 4 or even 8, the replacement of blocks in the cache becomes
an important issue for the overall performance. The LRU replacement algorithm has been known to
work moderately well with caches. With the LRU replacement policy, however, an increase over a
certain value in cache size does not reduce the cache miss rate much. As shown in [1], with LRU
cache replacement policy in 32 processor systems, increasing the cache size over 256 KB does not
reduce cache miss rate much in most SPLASH-2 applications. They observe knees around the cache
size of 256 KB in most application programs. It means that the memory access patterns are not helpful
when the cache size islarger than 256 KB cache with most of the SPLASH-2 applications.

The L1 cache sizeis generdly limited to catch up with a processor clock. On the other hand, the L2
cache is large enough to reduce the L1 cache miss penalty. How can we utilize the increasing capacity
in L2 cache if 256 KB is sufficient for the applications? In fact, the sufficient capacity could be
512KB, 1MB or more in the applications. However, there would be limits to performance
enhancement with the LRU cache (we will use the term “LRU cache’ to indicate the LRU cache in
the second level exclusively for the sake of clear understanding, even though the L1 also runs an LRU
replacement policy) of more than a certain capacity. If increasing the L2 cache size does not increase
the cache hit rate significantly in the processors of the multiprocessor systems, how do we make use
of the surplus of the L2 cache?

In a multiprocessor system, higher cache hit rate does not necessarily mean better performance.
Completing a loca memory block miss does not depend on the transmission latency on the
interconnection network, while completing a remote memory block does. Thus the average cache miss
time can be reduced by the remote cache [7] or the RVC [5, 6] even though it does not reduce the
cache missrate.

There have been several studies to reduce the remote memory access time and traffic on the
interconnections by inserting an additional cache. The remote cache, which only stores the remote
data, was proposed [7]. R. lyer and L.N. Bhuyan introduced Switch Cache [8]. The main idea was to
implement small fast caches in crossbar switches of the interconnect to capture and store shared data
as they flow from the memory module to the requesting processor. A. Moga and M. Dubois proposed
the SRAM network cache at the outside of the processor [5], which is organized as a victim cache for
remote data. The major appeal of SRAM network caches is that they add |less penalty on the latency of
the RVC hits. The mentioned works were targeted at reducing the average cache miss time by
reducing the remote memory access time. The RV C was aready proposed in [5, 6]. Different from the
organization of the RVC in [5, 6], the L2-RVC in this study is located in the second level and is not
shared by multiple processors.

There also have been studies on the split cache. The split L1 data cache in the uniprocessor systems
was proposed by A. Gonzaez et.al [9]. Their split cache consists of the cache for the spatial locality
and the cache for the tempora locality. The former is a traditional cache based on the LRU
replacement policy. The latter behaves as a victim cache, which only stores the recently used block of
the total cache line and aso runs the LRU replacement policy. The split L1 data cache in the
multiprocessor systems was also evaluated [10]. Their split caches are based on the LRU replacement
policy, resulting in the reduction of the cache missrate.

In this paper, we propose a split L2 cache, composed of an LRU cache and another cache for the
multiprocessor systems. To reduce the remote memory access time, we suggest the RVC (Leve 2 -



Remote Victim Cache) and the L2-DAVC (Level 2 - Distance-Aware Victim Cache) for another
cache. Another cache keeps remote (or long-distance) victim blocks, though they are needed even far
in future. The L2-RVC or the L2-DAVC operates just like a victim cache proposed by Jouppi [7],
since it keeps blocks that were discarded by the LRU cache. However, it differs from the original
victim cache in a sense that it is as large as its victim-provider (LRU cache) and that it is
simultaneously accessed with its victim-provider.

In the next section, we describe the structure of the proposed L2 cache in detail. Section 3 explains
the simulation methodology with the application programs used in our simulations and examines the
simulation results. Section 4 concludes the paper.

2. Split L2 cache structure

Figure 1 shows a block diagram of the memory hierarchy with the cache hierarchy emphasized. A
split L2 cache is composed of an LRU cache and another cache, which behaves just like a victim
cache of the LRU cache. The LRU cache that runs the LRU replacement policy till favors recently
used blocks, while another cache keeps remote (or long-distance) blocks. Another cache is yet another
set-associative cache simultaneously accessed with the LRU cache. In order to utilize the temporal
locality, the LRU cache is still needed in the second level of the cache hierarchy. Since the block
evicted from the L1 cache is sent to the L2 cache of the same node, we only have to consider the
cache miss rate when selecting a victim in the L1 cache. Only when a block is replaced in the L2
cache, we have to consider the cache misstime aswell as the cache miss rate.
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Figure 1. Block diagram of the memory hierarchy with the split L2 cache



In a traditional two-level cache hierarchy, all cache blocks of the L1 cache are included in the L2
cache. This inclusion property makes it easy to maintain the memory hierarchy; however, it wastes
cache capacity by duplicating data. We do not maintain the inclusion property between the L1 cache
and the L2 cache as [3, 12, 13, 14]. Instead, we keep a duplicate copy of the tags and the states of the
L1 cache in the L2 cache controllers. Since the advantages and the disadvantages of inclusion
property is aready described in [3, 12] and the inclusion property was not maintained in many off-the-
shelf processors such as Intel Xeon [14] and Alpha 21264 [13], we do not explain the efficiency of
inclusion property any more in this paper.

We propose the L2-RVC and the L2-DAV C for another cache. The L2-RVC contains only remote
blocks and it uses the LRU replacement policy to find a victim among the remote blocks. Accordingly,
aremote block of the L2-RV C can be evicted not by aloca block, but by another remote block only.
Thus, in the total L2 cache, the total number of remote blocks should be substantial compared to that
of local blocks. Hence, the proposed L2 cache is expected to reduce the total cache miss time by
reducing the cache miss rate of the very remote blocks.

The other choice for another cache is the L2-DAVC. The L2-DAVC does not use the LRU
replacement policy. Instead, it runs the shortest distance replacement policy, in which the block whose
home node is shortest is replaced first. If more than one block in a set has the same distance, the
victim is chosen randomly among them. The problem of the L2-DAVC is that the block whose
distance between the home node and the current node is farthest may reside in the L2-DAV C for quite
a long time. Nevertheless, as the L2-DAVC is combined with the LRU cache, there is still a high
probability of recently used blocks being kept. This means that the recently used blocks are not
sacrificed for the L2-DAVC.
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Figure2. Operations of the LRU/another cache



Upon a cache missin the L1 cache, the cache controller accesses the LRU cache and another at the
same time. Asfar as the cache miss is concerned, we have four cases shown in Figure 2, excluding an
L2 coherence miss. When a block is not found in the L1 cache but it is in the LRU cache (case a), a
victim of the L1 cache is moved to the LRU cache, which may make another victim there and the
found block is used to fill the empty L1 cache block. In the case that another cacheisthe L2-RVC, the
possible new victim, if it is a remote block, is replaced into the L2-RVC. If it is a local block, the
possible new victim is evicted to the local memory because the L2-RV C stores only remote blocks. In
the case that another cache is the L2-DAVC, the possible new victim is compared with the cache
blocks in the appropriate set of the L2-DAVC and the block of the shortest distance is replaced which
lets the L2-DAVC store local blocks. When the L1 missed block is found in another cache (case b),
the victim of the L1 cache is replaced into the LRU cache. The subsequent replacements are same as
(case Q). If the block is not found in either the LRU cache or another cache (case c), the cache
controller sends a memory access request to either the local memory or interconnection. Because of
no-inclusion property, an L1 cache miss, which can not be resolved either in the LRU cache or in
another cache, should be filled directly from local memory or interconnection without allocating a
block in the LRU cache or another cache. The subsequent replacements are same as (case a).

In case of an L1 cache coherence miss (case d), an invalidation is issued. We omit the operation of
an L2 cache coherence miss, which is a combination of the L1 cache coherence miss and the L2 cache
hit.

3. Simulations
3.1 Simulation environments

Increasing the cache size over 256 KB does not increase the cache hit rate much in most of
SPLASH-2 applications, as shown in [1]. They observed knees around the cache size of 256 KB in
most application programs. We admit that 256 KB may not be sufficient in other applications. 256 KB
isjust a sample value for SPLASH-2 applications. In this section we show the impact of the split L2
cache when 256 KB is sufficient for the LRU portion of the L2 cache.

We use an execution-driven simulator to evaluate the performance of the split L2 cache. The
simulator is modified from MINT [4]. MINT executes each instruction in one simulation cycle and
sends the events generated by memory operations to the architecture simulator, which then performs
the operations necessary to simulate the system architecture.

Parameter Value
Number of processors 16, 32
Cachelinesize 32B
Sizeof L1 cache 64 KB
L1 cache accesstime 1 processor clock
L2 cache accesstime 6 processor clocks
Memory access time 50 processor clocks
Di rectory (SRAM) 20 processor clocks
accesstime
Transfer delay between
adjacent nodes{zl))]C the ring 64 processor clocks

Table 1. System parameters



The system parameters are shown in Table 1. The simulated systems are CC-NUMA
multiprocessors with 16 or 32 nodes. Each node has a processor with its associated caches and a
memory. When the L2 cache is only composed of the LRU cache, it is 8-way set associative. Recall
that there is no inclusion between the LRU cache and another cache. Accordingly, to make a fair
comparison, we assume that the LRU cache and another cache are al 4-way set associative in the split
L2 cache. We assume the point-to-point link delay from NUMAL.inks, which are used in SGI Origin
3000 [11]. Thus, the transfer delay between adjacent nodes on the ring is 64 processor clocks which is
obtained by (60 processor clocks (= 20ns = 32B/(1.6GB/s)) + 4 processor clocks (store-and-forware
delay)) with 1.6GB/s unidirectiona point-to-point links, 32B cache line size, and 3GHz processor
clock speed. We maintain a 2-bit state field per cache block, corresponding to the MSI protocol,
which is modified from a typica MESI protocol. The simulated system interconnects nodes by dual-
ring style point-to-point links, using a full map directory protocol. We took eight applications —
BARNES, CHOLESKY, FFT, FMM, LU, OCEAN, RADIX and WATER-NSQUARED from the
SPLASH-2 benchmark suite [1]. The characteristics of the selected applications are summarized in
Table 2.

Application Type Problem Size
BARNES Barnes-Hut hierarchical N-body method 16K particles
CHOLESKY Block sparse Cholesky factorization Tk15.0
FFT FFT computation 65536 complex doubles
EMM H|er<_arch|cal N-body method called adaptive fast 16K particles

multipole method
LU Blocked dense linear algebra ‘;)(152)( 512 matrix, block
OCEAN Study of ocean movements 258X 258 ocean grid
RADIX Radix sort i'\K/' integer key, radix
WATER- . . . 2 :
NSQUARED Water simulation using O(n“) algorithm 512 molecules

Table 2. The characteristics of the applications

3.2 Simulation results

First, we show the simulation results when another cache is the L2-RVC. We assume that LRU + X
means that the L2 cache is composed of an LRU cache and another cache is X. We also compare the
performance of the LRU + L2-RVC to that of the LRU + L2-DAVC.

To avoid possible confusion, we first introduce some definitions. Pure transmission time on the
interconnection network, excluding the delay due to any shortage of resources, is caled,
“Transmission time on the interconnection network”. Waiting time for the resources on the
interconnection network is called, “Delay on the interconnection network”. A notation of X / Y is
used, where X and Y are the size of the LRU cache and that of the L2-RVC or of the L2-DAVC,
respectively



We assume that the execution time is composed of CPU time, L2 cache access time, directory
access time, memory access time, transmission time on the interconnection network, and delay on the
interconnection network.

There are two important factors we must observe to eval uate the impact of the split L2 cache on the
execution time. Oneisthe L1 cache hit rate, shown in Table 3, and the other is the hit count at another
cache. A low L1 cache hit rate makes the L2 cache handle many cache operations. Many hits at
another cache mean that remote misses (with the L2-RVC) or long-distance misses (with the L2-
DAVC) are effectively removed (or replaced by local misses). If we could have many hits at another
cache with alow L1 hit cache rate, the impact should be significant.

Applications P=16 pP=32
BARNES 0.993 0.993
CHOLESKY 0.965 0.958
FFT 0.971 0.973
FMM 0.993 0.993
LU 0.985 0.992
OCEAN 0.948 0.965
RADIX 0.987 0.986
WATER-NSQUARED | 0.999 0.998

Table 3. L1 cache hit rate asto the number of processorsin the system

3.21LRU+L2-RVC

In the first simulations, we examine the impact of another cache size by varying the size of the L2-
RVC. Figure 3 and Figure 4 show the L2 cache hit rate and the normalized execution time for the 16
processor system, respectively. (Figure 3~6 is shown at the end of this paper. We will resize the figures
and allocate them at appropriate position when accepted) Note that the hits at the LRU cache can be
assumed to be the same as the hits of 256K B traditional L2 cache.

BARNES, FMM, LU, and WATER-NSQUARED have very high L1 cache hit rates as shown in
Table 3 and have relatively high L2 cache hit rates, as shown in Figure 3. There is little difference
among the cache hit rates of the 256KB, 512K B, and 1MB traditional L2 caches. Thus, adopting the
split L2 cache in these applications brings performance enhancements al the time, since thereis little
gain of the L2 hit rate from increasing the size of the LRU cache. Even though the split L2 cache hit
rate is low, it is capable of reducing much more execution times than the traditional L2 cache since
remote block misses cost more than local block misses do. As shown in Figure 4, any combination of
the split L2 caches outperforms the 512KB traditional L2 cache and even outperforms the 1MB
traditional cache with the above applications. Except FMM, it seems that 64KB is sufficient for the
L2-RVC.

Radix aso hasahigh L1 cache hit rate. As shown in Figure 3, however, the difference between the
hit rate of 256KB LRU cache and that of the 512K LRU cache is outstanding. While the L2 cache hit
rate of the 256K/64K (A notation of X /Y is used, where X and Y are the size of the LRU cache and
that of the L2-RVC, respectively) and that of the 256K/128K are remarkably low, the execution time
of the 256K/64K and that of the 256K/128K are not so different from that of the 512K traditional L2
cache. It is believed that the hits at the L2-RV C reduce the execution time more than the hits at the
LRU cache.



It is very risky to use the L2-RVC with the applications such as FFT, OCEAN, and CHOLESKY,
in which there is much difference among the cache hit rates of the traditional L2 cache of 256K B,
512KB, and 1IMB. However, if the gap between the cache hit rates is compensated by the L2-RVC,
the performance enhancement might be significant. Though there are few hits at the L2-RVC in
CHOLESKY, the degradation of the execution time is negligible since the local memory access is
dominant.

Asthe size of the L2-RV C increases, the hit rate of the LRU cache aso increases linearly in FFT.
The improvement of the execution time is significant because the L2-RVC outperforms the LRU
cache in the L2 cache hit rate. In FFT, the increase of the L2-RV C significantly affects the execution
time because of alow L1 cache hit rate and alow L2 cache hit rate.

The result of OCEAN is similar to that of FFT. Due to the large working set, we need large L2-
RV C to compensate the low cache hit rate of the LRU cache. It is aso the reason why OCEAN is the
only application where our split L2 cache does not outperform the 1M traditional LRU cache. The
results are still encouraging, nonetheless, in that the 256K/256K split L2 cache works better than the
same-size 512K traditional L2 cache in both cache hit rate and execution time.

Figure 5 and Figure 6 depict similar results when the number of processorsisincreased to 32. The
performance gains in Figure 6 are more than those in Figure 4. In case of OCEAN, 256K/512K L2
split cache finally outperforms the 1IMB traditional L2 cache in the execution time. As the number of
processors increases, the maximum miss penalty and the average cache miss pendty tend to be
increased. It is possible, therefore, to reduce the execution time much more with 32 processors, since
the split L2 caches effectively reduce misses which may incur more penalties otherwise.

LRU cachesize 512 KB 1MB
Number of processors 16 32 16 32
BARNES 320 KB 320 KB 320 KB 320 KB
CHOLESKY 384 KB 512 KB 384 KB 512 KB
FFT 320 KB 320 KB 320 KB 320 KB
FMM 320 KB 320 KB 320 KB 320 KB
LU 320 KB 320 KB 320 KB 320 KB
OCEAN 320 KB 512 KB 1MB 768 KB
RADIX 320 KB 320 KB 512 KB 320 KB
WATER-NSQUARED 320 KB 320 KB 320 KB 320 KB
Average (Required capacity to 328KB 368 KB 440 KB 400 KB
perform not less than the LRU (64.1%) (71.9 %) (43.0%) (39.1 %)
cache %)

Table 4. Required capacity of the LRU + L2-RVC to outperform thetraditional LRU cache

We investigate the efficiency of the proposed LRU+L2-RV C in Table 4 where the required capacity
of the LRU+L2-RVC to outperform the traditional LRU cache is presented. The LRU cache of the
LRU + L2-RVC isfixed to 256 KB in Table 4. We change the size of the L2-RVC not continuously
but discretely (64 KB, 128 KB, 256 KB, and 512 KB).

To surpass the 512 KB LRU cache, the required capacity of the LRU + L2-RVC is averagely just
328 KB (64.1 %) and 368 KB (71.9 %) in 16 processors and in 32 processors, respectively. When we
comparethe LRU + L2-RVC to the 1 MB LRU cache, the efficiency of the LRU + L2-RVC is more



prominent. On an average, only 440 KB (43.0 %) and 400 KB (39.1 %) are required to outperform the
IMB LRU cache, in 16 processors and in 32 processors, respectively.

3.22LRU + L2-DAVC

Table 5 shows the L2 cache hit rates of 512 KB LRU cache, 1 MB LRU cache, LRU + L2-RVC
(256 KB/256 KB), and LRU+ L2-DAVC (256 KB/256 KB). The total size of the split L2 cache is
512KB. In the LRU + X, the size of the LRU cache and that of another X are half of total L2 cache
size. Table 6 shows the normalized execution time of 512 KB LRU cache, 1 MB LRU cache, LRU +
L2-RVC (256 KB/256 KB), and LRU+ L2-DAVC (256 KB/256 KB). All results, in Table 6, are
normalized to the 512KB LRU cache.

L2 cache LRU (512 KB) LRU(IMB) | LRU+L2-RVC | LRU+L2-DAVC
Orgamzatlon

Number of 16 32 16 32 16 2 16 32
Processors

BARNES 090 087 | 092 | 08 | 09 | 08 | 09 | 088
CHOLESKY | 021 | 022 | 026 | 025 | 016 | 019 | 018 | 020
FFT 018 | 027 | 019 | 029 | 022 | 028 | 023 | 032
FMM 059 | 056 | 064 | 061 | 061 | 058 | 059 | 057
LU 090 076 | 091 | 077 | 091 | 077 | 090 | 077
OCEAN 074 | 079 | 088 | 086 | 072 | 08l | 069 | 080
RADIX 055 | 056 | 058 | 059 | 051 | 058 | 052 | 059
WATER- 064 | 054 | 065 | 055 | 065 | 054 | 066 | 055
NSQUARED

Table5. L2 cachehit rate

In some applications such as CHOLESKY, FFT, RADIX and WATER-NSQUARED, the L2 cache
hit rates of the LRU + L2-DAVC are higher than those of the LRU + L2-RVC in 16 processors.
However, it does not lead to the significant reduction of the execution time. The reason is that the
distances between the nodes are so short that the differences in the execution time between the L2-
RVC and L2-DAVC are little. Also in the case that the L2 cache hit rate of the LRU + L2-DAVC is
lower than that of the LRU + L2-RVC in 16 processors, the differences of the execution time are little
in all the applications except OCEAN. In OCEAN, the difference between the L2 hit rate of the LRU
+ L2-DAVC and that of the LRU + L2-RVC islarge, resulting in much difference in execution time.

L2 cache LRU (512 KB) LRU(IMB) | LRU+L2-RVC |LRU +L2-DAVC
Organ|2d|0n

Numnber of 16 32 16 32 16 32 16 32
Processors

BARNES 100 100 | 099 | 098 | 096 | 094 | 097 | 094
CHOLESKY | 100 | 100 | 099 | 100 | 095 | 097 | 098 | 103
FFT 100 | 100 | 099 | 094 | 074 | 078 | 074 | 073
FMM 100 | 100 | 099 | 097 | 092 | 087 | 093 | 088




LU 1.00 1.00 0.98 0.99 0.89 0.84 0.91 0.84
OCEAN 1.00 1.00 0.55 0.69 0.81 0.82 0.95 0.80
RADIX 1.00 1.00 0.96 0.95 0.86 0.76 0.86 0.75
WATER- 1.00 1.00 1.00 1.00 0.98 0.94 0.98 0.94
NSQUARED

Table 6. Normalized execution time

In OCEAN, the L2 cache hit rate of the LRU + L2-DAVC is lower than that of the LRU + L2-RVC
in the 32 processor system. However, the execution time of the LRU + L2-DAVC is less than that of
the LRU + L2-RVC, though the difference is not so large. This means that total hit counts at the L2-
DAVC are less than those at the L2-RVC but the total miss time at the L2-DAVC is less than that at
the L2-RVC.

Strangely, though the L2 cache hit rate of the LRU + L2-DAVC is more than that of the LRU + L2-
RVC in CHOLESKY, the execution time of the LRU + L2-DAVC is more than that of the LRU + L2-
RVC. Recdl that the LRU + L2-DAVC can contain the local blocks, while the LRU + L2-RVC only
contains the remote blocks. In CHOLESKY, the accesses to the local block are frequent. Thus, in
CHOLESKY, the hits at the L2-DAVC do not reduce the remote memory access time but reduce the
local memory access time, which causes the unexpected results.

The increase of the number of processor |eads to the increase of the distances between the nodes. In
the simulations, the L2-DAVC leads to only small reduction in the execution time. With more
processors, the LRU + L2-DAVC is expected to outperform the LRU + L2-RVC since the LRU + L2-
DAV C contains the blocks whose distances between the home node and the current node are long.

4. Conclusions and futurework

For CC-NUMA multiprocessor systems, we have proposed two aternatives on split L2 caches : the
LRU + L2-RVC and the LRU + L2-DAVC. The proposed split L2 caches are believed to improve the
performance by keeping remote (or long-distance) blocks as well as recently used blocks.

The execution time with the split L2 cache decreases by up to 27%, compared to the traditiona
non-split L2 cache of the same size. We found, moreover, the 512KB split L2 cache could outperform
the double size (IMB) traditional L2 cache in most applications. It is encouraging that the LRU + L2-
DAVC performs better than the LRU + L2-RVC as the number of processor increases. It is expected
that the LRU + L2-DAVC performs much better than the LRU + L2-RVC with more number (64 or
128) of processors.

In summary, we conclude that the surplus L2 cache area could be effectively utilized by adopting
our split cache organizations for CC-NUMA multiprocessors. The reason that we compare the
proposed split caches with the traditional LRU cache is to make sure that we could utilize the
surplus L2 cache area to enhance the performance without any additional off-chip cache.

We agree that the values of the L2 cache sizes such as 256K B, 512K B, or IMB are not determinate
since we restrict the simulations to the SPLASH-2 applications. We also admit that the proposed split
caches may degrade the system performance when cache size is too small to run the application.
However, when increasing the LRU cache does not improve the total system performance, the
proposed split caches could be relied on as an alternative solution of providing multiprocessor
systems with good scalability.
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Figure 3. L2 cache hit rate (16 processors)
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Abstract

DualFS is a next-generation journaling file system which
has the same consistency guaranties as traditional journal-
ing file systems but better performance. This paper sum-
marizes the main features of DualFS, introduces three new
enhancements which significantly improve DualFS perfor-
mance during normal operation, and presents different ex-
perimental results which compare DualFS and other tradi-
tional file systems, namely, Ext2, Ext3, XFS, JFS, and Reis-
erFS. The experiments carried out cover a wide range of
cases, from microbenchmarks to macrobenchmarks, from
desktop to server workloads. As we will see, these exper-
iments not only show that DualFS has the lowest 1/0 time
in general, but also that it can remarkably boost the overall
system performance for many workloads (up to 98%).

1 Introduction

High-performance computing environments rely on several
hardware and software elements to fulfill their jobs. Al-
though some environments require specialized elements,
many of them use off-the-shelf elements which must have
a good performance in order to accomplish computing jobs
as quickly as possible.

A key element in these environments is the file system.
File systems provide a friendly means to store final and par-
tial results, from which it is even possible to resume a failed
job because of a system crash, program error, or whatever
other fail. Some computing jobs require a fast file system,
others a quickly-recoverable file system, and other jobs re-
quire both features.

DualFS [16] is a new concept of journaling file system
which is aimed at providing both good performance and
fast consistency recovery. DualFS, like other file systems
[5, 7, 8, 18, 24, 28], uses a meta-data log approach for

*This work has been supported by the Spanish Ministry of Science and
Technology and the European Union (FEDER funds) under the T1C2000-
1151-C07-03 and TI1C2001-0995-C02-01 CICYT grants.

fast consistency recovery, but from a quite different point of
view. Our new file system separates data blocks and meta-
data blocks completely, and manages them in very different
ways. Data blocks are placed on the data device (a disk
partition) whereas meta-data blocks are placed on the meta-
data device (another partition in the same disk). In order to
guarantee a fast consistency recovery after a system crash,
the meta-data device is treated as a log-structured file sys-
tem [18], whereas the data device is divided into groups
in order to organize data blocks (like other file systems do
[4, 8, 13, 24, 27]).

Although the separation between data and meta-data is
not a new idea [1, 15], this paper introduces a new version
of DualFS which proves, for the first time, that that sepa-
ration can significantly improve file systems’ performance
without requiring several storage devices, unlike previous
proposals.

The new version of DualFS has several important im-
provements with respect to the previous one [16]. First of
all, DualFS has been ported to the 2.4.19 Linux kernel. Sec-
ondly, we have greatly changed the implementation and re-
moved some important bottlenecks. And finally, we have
added three new enhancements which take advantage of the
special structure of DualFS, and significantly increase its
performance. These enhancements are: meta-data prefetch-
ing, on-line meta-data relocation, and directory affinity.

The resultant file system has been compared with Ext2
[4], Ext3 [27], XFS [22, 24], JFS [8], and ReiserFS [25],
through an extensive set of benchmarks, and the experimen-
tal results achieved not only show that DualFsS is the best
file system in general, but also that it can remarkably boost
the overall system performance in many cases.

The rest of this paper is organized as follows. Section 2
summarizes the main features of DualFS, and introduces
the three new enhancements. In Section 3, we describe
our benchmarking experiments, whose results are shown in
Section 4. We conclude in Section 5.



2 DuaFS

In this section we summarize the main features of DualFS,
and describe the three enhancements that we added to the
new version of DualFS analyzed in this paper.

2.1 Design and Implementation

The key idea of our new file system is to manage data and
meta-data in completely different ways, giving a special
treatment to meta-data [16]. Meta-data blocks are located
on the meta-data device, whereas data blocks are located on
the data device (see Figure 1).

Note that just separating meta-data blocks from data
blocks is not a new idea. However, we will show that
that separation, along with a special meta-data manage-
ment, can significantly improve performance without re-
quiring extra hardware (previous proposals of separation of
data and meta-data, such as the multi-structured file sys-
tem [15], and the interposed request routing [1], use several
storage devices). In our experiments, the data device and
the meta-data device will be two adjacent partitions on the
same disk. This is equivalent to having a single partition
with two areas: one for data blocks and another for meta-
data blocks.

Data Device

Data blocks of regular files are on the data device, where
they are treated as many Unix file systems do. The data de-
vice only has data blocks, and uses the concept of group of
data blocks (similar to the cylinder group concept) in order
to organize data blocks (see Figure 1). Grouping is per-
formed in a per directory basis, i.e., data blocks of regular
files in the same directory are in the same group (or in near
groups if the corresponding group is full).

From the file-system point of view, data blocks are not
important for consistency, so they are not written syn-
chronously and do not receive any special treatment, as
meta-data does [8, 20, 24, 28]. However, they must be taken
into account for security reasons. When a new data block
is added to a file, DualFS writes it to disk before writing
its related meta-data blocks. Missing out this requirement
would not actually damage the consistency, but it could po-
tentially lead to a file containing a previous file’s contents
after crash recovery, which is a security risk.

Meta-data Device

Meta-data blocks are in the meta-data device which is orga-
nized as a log-structured file system (see Figure 1). It is im-
portant to clarify that as meta-data we understand all these

items: i-nodes, indirect blocks, directory “data” blocks,
and symbolic link “data” blocks. Obviously, bitmaps, su-
perblock copies, etc., are also meta-data elements.

Our implementation of log-structured file system for
meta-data is based on the BSD-LFS one [19]. However,
it is important to note that, unlike BSD-LFS, our log does
not contain data blocks, only meta-data ones. Another dif-
ference is the IFile. Our IFile implementation has two
additional elements which manage the data device: the
data-block group descriptor table, and the data-block group
bitmap table. The former basically has a free data-block
count and an i-node count per group, while the latter indi-
cates which blocks are free and which are busy, in every
group.

DualFS writes dirty meta-data blocks to the log every
five seconds and, like other journaling systems, it uses the
log after a system crash to recover the file system consis-
tency quickly from the last checkpoint (checkpointing is
performed every sixty seconds). Note, however, that one
of the main differences between DualFS and current jour-
naling file systems [5, 24, 28] is the fact that DualFS only
has to write one copy of every meta-data block. This copy
is written in the log, which is used by DualFS both to read
and write meta-data blocks. In this way, DualFS avoids a
time-expensive extra copy of meta-data blocks. Further-
more, since meta-data blocks are written only once and
in big chunks in the log, the average write request size is
greater in DualFS than in other file systems where meta-
data blocks are spread. This causes less write requests and,
hence, a greater write performance [16].

Finally, it is important to note that our file system is con-
sidered consistent when information about meta-data is cor-
rect. Like other approaches (JFS [8], SoftUpdates [14],
XFS [24], and VXFS [28]), DualFS allows some loss of data
in the event of a system crash.

Cleaner

Since our meta-data device is a log-structured file system,
we need a segment cleaner for it. Our cleaner is started
in two cases: (a) every 5 seconds, if the number of clean
segments drops below a specific threshold, and (b) when
we need a new clean segment, and all segments are dirty.

At the moment our attention is not on the cleaner, so
we have implemented a simple one, based on Rosenblum’s
cleaner [18]. Despite its simplicity, this cleaner has a very
small impact on DualFS performance [16].

2.2 Enhancements

Reading a regular file in DualFS is inefficient because data
blocks and their related meta-data blocks are a long way
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both the data device (data blocks) and the meta-data device (meta-data blocks).

from each other, and many long seeks are required.

In this section we present a solution to that prob-
lem, meta-data prefetching, a mechanism to improve that
prefetching, on-line meta-data relocation, and a third mech-
anism to improve the overall performance of data opera-
tions, directory affinity.

Meta-data Prefetching

A solution to the read problem in DualFS is meta-data
prefetching. If we are able to read a lot of meta-data blocks
of a file in a single disk I/O operation, then disk heads will
stay in the data zone for a long time. This will eliminate
almost all the long seeks between the data device and the
meta-data device, and it will produce bigger data read re-
quests.

The meta-data prefetching implemented in DualFS is
very simple: when a meta-data block is required, DualFS
reads a group of consecutive meta-data blocks from disk,
where the meta-data block required is. Prefetching is not
performed when the meta-data block requested is already
in memory. The idea is not to force an unnecessary disk 1/0
request, but to take advantage of a compulsory disk-head
movement to the meta-data zone when a meta-data block
must be read, and to prefetch some meta-data blocks then.
Since all meta-data blocks prefetched are consecutive, we
also take advantage of the built-in cache of the disk drive.

But, in order to be efficient, our simple prefetching re-
quires some kind of meta-data locality. The DualFS meta-
data device is a log where meta-data blocks are sequentially
written in chunks called “partial segments”. All meta-data
blocks in a partial segment have been created or modified at
the same time. Hence, some kind of relationship between
them is expected. Moreover, many relationships between
meta-data blocks are due to those meta-data blocks belong-
ing to the same file (e.g., indirect blocks). This kind of tem-
poral and spatial meta-data locality presents in the DualFS

log is which makes our prefetching highly efficient.

Once we have decided when to prefetch, the next step is
to decide which and how many meta-data blocks must be
prefetched. This decision depends on the meta-data layout
in the DualFS log, and this layout, in turn, depends on the
meta-data write order.

In DualFS, meta-data blocks belonging to the same file
are written to the log in the following order: “data” blocks
(of directories and symbolic links), simple indirect blocks,
double indirect blocks, and triple indirect blocks. Further-
more, “data” blocks are written in inverse logical order.
Files are also written in inverse order: first, the last modi-
fied (or created) file, and last, the first modified (or created)
file. Note that the important fact is not that the logical order
is “inverse”; which is important is the fact that the logical
order is “known”.

Taking into account all the above, we can see that the
greater part of the prefetched meta-data blocks must be just
before the required meta-data block. However, since some
files can be read in an order slightly different to the one in
which they were written, we must also prefetch some meta-
data blocks which are located after the requested meta-data
block.

Finally, note that, unlike other prefetching methods [10,
11], DualFs prefetching is 1/0-time efficient, that is, it does
not cause extra 1/0 requests which can in turn cause long
seeks. Also note that our simple prefetching mechanism
works because it takes advantage of the unique features of
our meta-data device.

On-line Meta-data Relocation

The meta-data prefetching efficiency may deteriorate due to
several reasons:

o files are read in an order which is very different from
the order in which they were written.



o the read pattern can change over the course of the time.
o file-system aging.

An inefficient prefetching increases the number of meta-
data read requests and, hence, the number of disk-head
movements between the data zone and the meta-data zone.
Moreover, it can become counterproductive because it can
fill the buffer cache up with useless meta-data blocks. In
order to avoid prefetching degradation (and to improve its
performance in some cases), we have implemented an on-
line meta-data relocation mechanism in DualFS which in-
creases temporal and spatial meta-data locality.

The meta-data relocation works as follows: when a meta-
data element (i-node, indirect block, directory block, etc.)
is read, it is written in the log like any other just modified
meta-data element. Note that it does not matter if the meta-
data element was already in memory when it was read or if
it was read from disk.

Meta-data relocation is mainly performed in two cases:

e when reading a regular file (its indirect blocks are re-
located).

e when reading a directory (its “data” and indirect
blocks are relocated).

This constant relocation adds more meta-data writes.
However, meta-data writes are very efficient in DualFS be-
cause they are performed sequentially and in big chunks.
Therefore, it is expected that this relocation, even when very
aggressive, does not increase the total I/O time significantly.

Since a file is usually read in its entirety [2], the meta-
data relocation puts together all meta-data blocks of the file.
The next time the file is read, all its meta-data blocks will
be together, and the prefetching will be very efficient.

The meta-data relocation also puts together the meta-data
blocks of different files read at the same time (i.e., the meta-
data blocks of a directory and its regular files). If those
files are also read later at the same time, and even in the
same order, the prefetching will work very well. This as-
sumption in the read order is made by many prefetching
techniques [10, 11]. It is important to note that our meta-
data relocation exposes the relationships between files by
writing together the meta-data blocks of the files which are
read at the same time. Unlike other prefetching techniques
[10, 11], this relationship is permanently recorded on disk,
and it can be exploited by our prefetching mechanism after
a system restart.

This kind of on-line meta-data relocation is in a sense
similar to the work proposed by Jeanna N. Matthews et al.
[12]. They take advantage of cached data in order to reduce
cleaning costs. We write recently read and, hence, cached

meta-data blocks to the log in order to improve meta-data
locality and prefetching. They also propose a dynamic re-
organization of data blocks to improve read performance.
However, that reorganization is not an on-line one, and it is
more complex than ours.

Finally, we must explain an implicit meta-data relocation
which we have not mentioned yet. When a file is read, the
access time field in its i-node must be updated. If several
files are read at the same time, their i-nodes will also be
updated at the same time, and written together in the log. In
this way, when an i-node is read later, the other i-nodes in
the same block will also be read. This implicit prefetching
is very important since it exploits the temporal locality in
the log, and can potentially reduce file open latencies, and
the overall I/O time. Note that this i-node relocation always
takes place, without an explicit meta-data relocation, except
when the file system is read-only mounted.

This implicit meta-data relocation can have an effect sim-
ilar to that achieved by the embedded i-nodes proposed by
Ganger and Kaashoek [6]. In their proposal, i-nodes of files
in the same directory are put together and stored inside the
directory itself. Note, however, that they exploit the spa-
tial locality, whereas we exploit both spatial and temporal
localities.

Directory Affinity

In DualFS, like in Ext2 and Ext3, when a new directory is
created it is assigned a data-block group in the data device.
Data blocks of the regular files created in that directory are
put in the group assigned to the directory. DualFS specifi-
cally selects the emptiest data-block group for the new di-
rectory.

Note that, when creating a directory tree, DualFS has to
select a new group every time a directory is created. This
can cause a change of group and, hence, a large seek. How-
ever, the new group for the new directory may be only
slightly better than that of the parent directory. A better
option is to remain in the parent directory’s group, and to
change only when the new group is good enough, according
to a specific threshold (for example, we can change to the
new group if it has X % more free data blocks than the par-
ent directory’s group). The latter is called directory affinity
in DualFS, and can greatly improve DualFS performance,
even for a threshold as little as 10%.

Directory affinity in DualFS is somewhat similar to the
“directory affinity” concept used by Anderson et al. [1],
but with some important differences. For example, their
directory affinity is a probability (the probability that a new
directory is placed on the same server as its parent) whereas
it is a threshold in our case.



3 Experimental Methodology

This section describes how we have evaluated the new ver-
sion of DualFS. We have used both microbenchmarks and
macrobenchmarks for different configurations, using the
Linux kernel 2.4.19. We have compared DualFS against
Ext2 [4], the default file system in Linux, and four jour-
naling file systems: Ext3 [27], XFS [22, 24], JFS [8], and
ReiserFS [25].

Ext2 is not a journaling file system, but it has been in-
cluded because it is a widely-used and well-understood file
system. Ext2 is an FFS-like file system [13] which does not
write modified meta-data elements synchronously. Instead,
it marks a meta-data element to be written in 5 seconds.
Furthermore, meta-data elements involved in a file system
operation are modified, and marked to be written, in a spe-
cific order (although this order is not compulsory, and de-
pends on the disk scheduler). In this way, Ext2 can almost
always recover its consistency after a system crash, without
significantly damaging the performance.

Ext3 is a journaling file system derived from Ext2 which
provides different consistency levels through mount op-
tions. In our tests, the mount option used has been “-o
data=ordered”, which provides Ext3 with a behavior
similar to that of DualFS. With this option, Ext3 only jour-
nals meta-data changes, but flushes data updates to disk be-
fore any transactions commit.

Based on SGI’s Irix XFS file system technology, XFS is
a journaling file system which supports meta-data journal-
ing. XFS uses allocation groups and extent-based alloca-
tions to improve locality of data on disk. This results in im-
proved performance, particularly for large sequential trans-
fers. Performance features include asynchronous write-
ahead logging (similar to Ext3 with data=writeback),
balanced binary trees for most file-system meta-data, de-
layed allocation, and dynamic disk i-node allocation.

IBM’s JFS originated on AlX, and from there was ported
to Linux. JFS is also a journaling file system which supports
meta-data logging. Its technical features include extent-
based storage allocation, dynamic disk i-node allocation,
asynchronous write-ahead logging, and sparse and dense
file support.

ReiserFS is a journaling file system which is specially
intended to improve performance of small files, to use disk
space more efficiently, and to speed up operations on di-
rectories with thousands of files. Like other journaling file
systems, ReiserFS only journals meta-data. In our tests,
the mount option used has been “-~o0 notai 1” which no-
tably improves ReiserFS performance at the expense of bet-
ter disk-space use.

Bryant et al. [3] compared the above five file systems

using several benchmarks on three different systems, rang-
ing in size from a single-user workstation to a 28-processor
ccNUMA machine. However, there are some important dif-
ferences between their work and ours. Firstly, we evaluate a
next-generation journaling file system (DualFS). Secondly,
we report results for some industry-standard benchmarks
(SpecWeb99, and TPC-C). Thirdly, we use microbench-
marks which are able to clearly expose performance differ-
ences between file systems (in their single-user workstation
system, for example, only one benchmark was able to show
performance differences). And finally, we also report 1/0
time at disk level (this time is very important because re-
flects the behavior of every file system as seen by the disk
drive).

3.1 Microbenchmarks

Microbenchmarks are intended to discover strengths and
weaknesses of every file system. We have designed seven
benchmarks:

read-meta (r-m) find files larger than 2 KB in a directory
tree.

read-data-meta (r-dm) read all the regular files in a direc-
tory tree.

write-meta (w-m) untar an archive which contains a direc-
tory tree with empty files.

write-data-meta (w-dm) the same as w-m, but with non-
empty files.

read-write-meta (rw-m) copy a directory tree with empty
files.

read-write-data-meta (rw-dm) the same as rw-m, but
with non-empty files.

delete (del) delete a directory tree.

In all cases, the directory tree has 4 subdirectories, each
with a copy of a clean Linux 2.4.19 source tree. In the
“write-meta” and “read-write-meta” benchmarks, we have
truncated to zero all regular files in the directory tree. In
the “write-meta” and “write-data-meta” tests, the untarred
archive is in a file system which is not being analyzed.

All tests have been run 5 times for 1 and 4 processes.
When there are 4 processes, each works on its own Linux
source tree copy.



3.2 Macrobenchmarks

Next, we list the benchmarks we have performed to study
the viability of our proposal. Note that we have chosen en-
vironments that are currently representative.

Kernel Compilation for 1 Process (KC-1P) resolve de-
pendencies (make dep) and compile the Linux kernel
2.4.19, given a common configuration. Kernel and
modules compilation phases are made for 1 process
(make bzlmage, and make modules).

Kernel Compilation for 4 Processes (KC-4P) the same
as before, but just for 4 processes (make -j4 bzlmage,
and make -j4 modules).

SpecWeb99 (SW99) the SPECweb99 benchmark [23].
We have used two machines: a server, with the file sys-
tem to be analyzed, and a client. Network is a FastEth-
ernet LAN.

PostMark (PM) the PostMark benchmark, which was de-
signed by Jeffrey Katcher to model the workload seen
by Internet Service Providers under heavy load [9].
We have run our experiments using version 1.5 of the
benchmark. In our case, the benchmark initially cre-
ates 150,000 files with a size range of 512 bytes to
16 KB, spread across 150 subdirectories. Then, it per-
forms 20,000 transactions with no bias toward any par-
ticular transaction type, and with a transaction block of
512 bytes.

TPCC-UVA (TPC-C) an implementation of the TPC-C
benchmark [26]. Due to system limitations, we have
only used 3 warehouses. The benchmark is run with
an initial 30 minutes warm-up stage, and a subsequent
measure time of 2 hours.

3.3 Tested Configurations

All benchmarks have been run for the six configurations
showed below. Mount options have been selected following
recommendations by Bryant et al. [3]:

Ext2 Ext2 without any special mount option.
Ext3 Ext3 with “~0 data=ordered” mount option.

XFS XFS with “-o logbufs=8,o0syncisdsync”
mount options.

JFS JFS without any special mount option.

ReiserFS ReiserFS with “~0 notai 1” mount option.

Linux Platform

Two 450 Mhz Pentium 111

256 MB, PC100 SDRAM

One 4 GB IDE 5,400 RPM Seagate ST-
34310A.

One 4GB SCSI 10,000 RPM FUJITSU
MAC3045SC.

SCSI disk: Operating system, swap and
trace log.

IDE disk: test disk

Linux 2.4.19

Processor
Memory
Disk

(O

Table 1: System Under Test

DualFS DualFS with meta-data prefetching, on-line meta-
data relocation, and directory affinity.

Versions of Ext2, Ext3, and ReiserFS are those found in
a standard Linux kernel 2.4.19. XFS version is 1.1, and JFS
version is 1.1.1.

All but DualFS are on one IDE disk with only one parti-
tion, and their logical block size is 4 KB. DualFsS is also on
one IDE disk, but with two adjacent partitions. The meta-
data device is always on the outer partition, given that this
partition is faster than the inner one [30], and its size is 10%
of the total disk space. The inner partition is the data device.
Both the data and the meta-data devices also have a logical
block size of 4 KB.

Finally, DualFS has a prefetching size of 16 blocks, and
a directory affinity of 10% (that is, a new-created directory
is assigned the best group, instead of its parent directory’s
group, if the best group has, at least, 10% more free data
blocks). Since the logical block size is 4 KB, the prefetch-
ing size is equal to 64 KB, precisely the biggest disk 1/0
transfer size used by default by Linux.

3.4 System Under Test

All tests are done in the same machine. The configuration
is shown in Table 1.

In order to trace disk 1/O activity, we have instrumented
the operating system (Linux 2.4.19) to record when a re-
quest starts and finishes. The messages generated by our
trace system are logged in an SCSI disk which is not used
for evaluation purposes.

Messages are printed using the kernel function printk.
This function writes messages in a circular buffer in main
memory, so the delay inserted by our trace system is small
(< 1%), especially if compared to the time required to per-
form a disk access. Later, these messages are read through
the /proc/kmsg interface, and then written to the SCSI
disk in big chunks. In order to avoid the loss of messages



(last messages can overwrite the older ones), we have in-
creased the circular buffer size from 16 KB to 1 MB, and
we have given maximum priority to all processes involved
in the trace system.

4 Experimental Results

In order to better understand the different file systems, we
show two performance results for each file system in each
benchmark:

e Disk I/0 time: the total time taken for all disk 1/O op-
erations.

e Performance: the performance achieved by the file
system in the benchmark.

The performance result is the application time except for
the SpecWeb99 and TPC-C benchmarks. Since these mac-
robenchmarks take a fixed time specified by the benchmark
itself, we will use the benchmark metrics (number of simul-
taneous connections for SpecWeb99, and tpmC for TPC-C)
as throughput measurements.

We could give the application time only, but given that
some macrobenchmarks (e.g, compilation) are CPU-bound
in our system, we find 1/O time more useful in those cases.
The total 1/O time can give us an idea of to what extent the
storage system can be loaded. A file system that loads a disk
less than other file systems makes it possible to increase
the number of applications which perform disk operations
concurrently.

Figures below show the confidence intervals for the mean
as error bars, for a 95% confidence level calculated using
a Student’s-T statistic. The number inside each bar is the
height of the bar, which is a value normalized with respect
to Ext2. For Ext2 the height is always 1, so we have written
the absolute value for Ext2 inside each Ext2 bar, which is
useful for comparison purposes between figures.

The DualFsS version evaluated in this section includes the
three enhancements described previously. However, you
can look at our previous work [17] if you want to know
the impact of each enhancement (except directory affinity)
on DualFS performance.

Finally, it is important to note that all benchmarks have
been run with a cold file system cache (the computer is
restarted after every test run).

4.1 Microbenchmarks

Figures 2 and 3 show the microbenchmarks’ results. A
quick review shows that DualFS has the lowest disk 1/0
times and application times in general, in both write and

read operations, and that JFS has the worst performance.
Only ReiserFS is clearly better than DualFS in the write-
data-meta benchmark, and it is even better when there are
four processes. However, ReiserFS performance is very
poor in the read-data-meta case. This is a serious problem
for ReiserFS given that reads are a more frequent operation
than writes [2, 29]. In order to understand these results, we
must explain some ReiserFS features.

ReiserFS does not use the block group or cylinder group
concepts like the other file systems (Ext2, Ext3, XFS, JFS,
and DualFS). Instead, ReiserFS uses an allocation algo-
rithm which allocates blocks almost sequentially when the
file system is empty. This allocation starts at the beginning
of the file system, after the last block of the meta-data log.
Since many blocks are allocated sequentially, they are also
written sequentially. The other file systems, however, have
data blocks spread across different groups which take up the
entire file system, so writes are not as efficient as in Reis-
erFS. This explains the good performance of ReiserFS in
the write-data-meta test.

The above also explains why ReiserFS is not so bad in the
read-data-meta test when there are four processes. Since
the directory tree read by the processes is small, and it is
created in an empty file system, all its blocks are together
at the beginning of the file system. This makes processes’
read requests to cause small seeks when processes read the
directory tree. The same does not occur in the other file
systems, where the four processes cause long seeks because
they read blocks which are in different groups spread across
the entire disk.

Another interesting point in the write-data-meta bench-
mark is the performance of ReiserFS and DualFS with re-
spect to Ext2. Although the disk 1/0O times of both file sys-
tems are much better than that of Ext2, the application times
are not so good. This indicates that Ext2 achieves a better
overlap between 1/0 and CPU operations because it neither
has a journal nor forces a meta-data write order.

It is specially remarkable the good performance of Du-
alFS in the read-data-meta benchmark, where DualFS is up
to 35% faster than ReiserFS. When compared with previ-
ous versions of DualFS [16], we can see that this perfor-
mance is mainly provided by the the meta-data prefetching
and directory affinity mechanisms, which respectively re-
duce the number of long seeks between data and meta-data
partitions, and between data-block groups within the data
partition.

In all the metadata-only benchmarks but write-meta, the
distinguished winners (regarding the application time) are
ReiserFS and DualFS. And they are the absolute winners
taking into account the disk I/O time. Also note that DualFS
is the best when the number of processes is four.
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Figure 2: Microbenchmarks results (application time).

The problem of the write-meta benchmark is that it is
CPU-bound because all modified meta-data blocks fit in
main memory. In this benchmark, Ext2 is very efficient
whereas the journaling file systems are big consumers of

CPU time in general. Even then, DualFsS is the best of the
five. Regarding the disk 1/O time, ReiserFS and DualFS are
the best, as expected, because they write meta-data blocks
to disk sequentially.
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Figure 3: Microbenchmarks results (disk 1/0 time).

In the read-meta case, ReiserFS and DualFS have the causes long disk-head movements. Note that the DualFS
best performance because they read meta-data blocks which  performance is even better when there are four processes.
are very close. Ext2, Ext3, XFS, and JFS, however, have  This increase in DualFS performance, when the number
meta-data blocks spread across the storage device, which  of processes goes from one to four, is due to the meta-data



| 1/O Time (seconds)
| FileSystem |  1process | 4 processes | Increase (%) |
Ext2 47.86 (0.35) | 56.99 (1.13) 19.08
Ext3 48.45 (0.29) | 57.59 (0.35) 18.86
XFS 24.00 (0.66) | 35.13 (1.15) 46.38
JFS 45.49 (0.46) | 98.10 (0.44) 115.65
ReiserFS 7.02 (1.44) 9.77 (2.32) 39.17
DualFS 5.46 (2.00) | 5.90 (3.33) 8.06

Table 2: Results of the r-mtest. The value in parenthesis is the
confidence interval given as percentage of the mean.

prefetching. Indeed, prefetching makes DualFS scalable
with the number of processes. Table 2 shows the 1/0 time
for the six file systems studied, and for one and four pro-
cesses. Whereas Ext2, Ext3, XFS, JFS, and ReiserFS sig-
nificantly increase the total 1/0 time when the number of
processes goes from one to four, DualFS increases the 1/0
time slightly.

For one process, the high meta-data locality in the Du-
alFS log and the implicit prefetching performed by the disk
drive (through the read-ahead mechanism) make the dif-
ference between DualFS, and Ext2, Ext3, JFS, and XFS.
ReiserFS also takes advantage of the same disk read-ahead
mechanism. However, that implicit prefetching performed
by the disk drive is less effective if the number of processes
is two or greater. When there are four processes, the disk
heads constantly go from track to track because each pro-
cess works with a different area of the meta-data device.
When the disk drive reads a new track, the previous read
track is evicted from the built-in disk cache, and its meta-
data blocks are discarded before being requested by the pro-
cess which caused the read of the track.

The explicit prefetching performed by DualFS solves the
above problem by copying meta-data blocks from the built-
in disk cache to the buffer cache in main memory before be-
ing evicted. Meta-data blocks can stay in the buffer cache
for a long time, whereas meta-data blocks in the built-in
cache will be evicted soon, when the disk drive reads an-
other track.

Another remarkable point in the read-meta benchmark is
the XFS performance. Although XFS has meta-data blocks
spread across the storage device like Ext2 and Ext3, its per-
formance is much better. We have analyzed XFS disk 1/0
traces and we have found out that XFS does not update the
“atime” of directories by default (we have not specified any
“noatime” or “nodiratime” mount options for any file sys-
tem). The lack of meta-data writes in XFS reduces the total
1/0 time because there are fewer disk operations, and be-
cause the average time of the read requests is smaller. JFS
does not update the “atime” of directories either, but that
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does not significantly reduce its 1/0 time.

In the last benchmark, del, the XFS behavior is odd again.
For one process, it has a very bad performance. However,
the performance improves when there are four processes.
The other file systems have the behavior we expect.

Finally, note the great performance of DualFS in the
read-data-meta, and read-meta benchmarks despite the on-
line meta-data relocation.

4.2 Macrobenchmarks

Results of macrobenchmarks are showed in Figure 4. Since
benchmark metrics are different, we have showed the rela-
tive application performance with respect to Ext2 for every
file system.

As we can see, the only 1/0-bound benchmark is Post-
Mark (that is, benchmark results agree with 1/O time re-
sults). The other four benchmarks are CPU-bound in our
system, and all file systems consequently have a similar
performance. Nevertheless, DualFS is usually a little bet-
ter than the other file systems. The reason to include these
CPU-bound benchmarks is that they are very common for
system evaluations.

From the disk 1/O time point of view, DualFS has the
best throughput. Only XFS is better than DualFS in the
SpecWeb99 and TPC-C benchmarks. However, we must
respectively take into account that XFS does not update the
access time of directory i-nodes, and nor does it meet the
TPC-C benchmark requirements (specifically, it does not
meet the response time constraints for new-order and order-
status transactions).

In order to explain this superiority of DualFS over the
other file systems, we have analyzed the disk 1/O traces ob-
tained, and we have found out that performance differences
between file systems are mainly due to writes. There are a
lot of write operations in these tests, and DualFS is the file
system which better carries out them. For JFS, however,
these performance differences are also due to reads, which
take longer than in the other file systems.

Internet System Providers should pay special attention
to the results achieved by DualFS in the PostMark bench-
mark. In this test, DualFS achieves 60% more transactions
per second than Ext2 and Ext3, twice as many transactions
per second as ReiserFS, almost three times as many transac-
tions per second as XFS, and four as many transactions per
second as JFS. Although there are specific file systems for
Internet workloads [21], note that these results are achieved
by a general-purpose file system, DualFS, which is intended
for a variety of workloads.
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Figure 4: Macrobenchmark results. The first figure shows the application throughput improvement achieved by each file system with
respect to Ext2. The second figure shows the disk I/O time normalized with respect to Ext2. In the TPC-C benchmark, Ext3 and XFS
bars are striped because they do not meet TPC-C benchmark requirements.

5 Conclusions performance systems, for example, rely on off-the-shelf file
systems to store final and partial results, and to resume

Improving file system performance is important for a failed computation.

wide variety of systems, from general purpose systems to In this paper we have introduced a new version of DualFS
more specialized high-performance systems. Many high- which proves, for the first time, that a new journaling file-

11



system design based on data and meta-data separation, and
special meta-data management, is not only possible but also
desirable.

Through an extensive set of micro- and macrobench-
marks, we have evaluated six different journaling and non-
journaling file systems (Ext2, Ext3, XFS, JFS, ReiserFS,
and DualFS), and the experimental results obtained not only
have shown that DualFS has the lowest 1/0 time in general,
but also that it can significantly boost the overall file system
performance for many workloads (up to 98%).

We feel, however, that the new design of DualFS allows
further improvements which can increase DualFS perfor-
mance even more. Currently, we are working on extracting
read access pattern information from meta-data blocks writ-
ten by the relocation mechanism in order to prefetch entire
regular files.

Availability

For more information about DualFS, please visit the Web
site at:
http://www.ditec.um.es/ piernas/dualfs.
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Abstract

Synchronizationis a crucial operation in scalable multiprocessors and a fundamental el ement in parallel
programming. Various synchronization mechanisms have been proposed over the years and many of them
have enjoyed great success. However, as network latency rapidly approaches thousands of processor cycles
and multiprocessors systems become larger and larger, conventional synchronization techniques are failing
to keep up with the increasing demand for fagt, efficient synchronization.

In this paper, we propose a mechanism that allows atomic operations on synchronization variables to be
executed on the home memory controller and the home memory controller to send fine-grained updates to
waiting processors when a synchronization variable reaches certain values. Performing atomic operations
near where the data resides, rather than moving it across the network, operating on it, and moving it back,
eliminates significant network traffic, hides high remote memory latencies, and introduces opportunities for
additional parallelism. Using a fine-grained update protocol, rather than a write-invalidate protocol, on
synchronization variables simplifies the programming model, eliminates invalidation requests, and reduces
network traffic.

As the first demonstration, we have used a memory-controller-based atomic operation to optimize the
barrier function of an OpenMP library. Our simulation results show that the optimized version outper-
forms a conventional LL/SC (Load-Linked/Store-Conditional) version by a factor of 20.8, a conventional
processor-based atomic instruction version by 15.5, and an active messages version by 13.4.

Keywords: distributed shared-memory, synchronization, barrier, intelligent memory controller, coherence
protocol

1 Introduction

Processor speeds are increasing while wall time network latency is decreasing very little due to speed
of light effects. The round trip network latency of large-scale distributed shared-memory (DSM) machines
will soon be thousands of processor cycles. As a result, synchronization overhead has become one of
the magjor obstacles to the scalability of DSM systems and has limited the sustained performance of DSM

systems. For instance, a barrier, one of the most frequently used synchronization operations, coordinates



concurrent processes to guarantee that no process advances beyond a particular point until all processes
have reached that point. Performing a barrier operation on an Origin 3000 system with 32 MIPS R14K
processors requires about 90,000 cycles, during which time the system could execute 5.76 million FLOPS.
The 5. 76MFLOPS/barrier ratio isan alarming sign that conventional barrier implementations are hurting the
overall system performance.

A number of barrier solutions have been proposed over the decades. The fastest of all approaches is
to use a pair of dedicated wires between every two nodes [2, 11, 22, 23]. However, such approaches are
only possible for small-scale systems, where the number of dedicated wires is small. For medium-scale
or large-scale systems, the cost of having dedicated wires between every two nodes is prohibiting. For
example, a 128-node system would require 16,256 wires. In addition to the high cost of physical wires,
hardware-wired approaches cannot synchronize more than one barrier at one time and do not interact well
with load-balancing techniques, such as processes migration, where the process-to-processor mapping is not
static.

Most barrier solutions are software-based with limited hardware support. Some processors support atomic
instructions that perform variants of read-modify-write operations, e.g., the semaphore instructions of 1A-
64 [7]. Performing atomic semaphoreinstructionsin the processor core complicates the design of the proces-
sor pipeline, load/store units, and system bus. As a simpler alternative, most modern processors, including
Alpha™ [1], PowerPC™ [13] and MIPS™ [8], rely on load-linked/store-conditional (LL/SC) instructions
to implement atomic read-modify-write operations. An LL instruction loads a block of data into the cache.
A subsequent SC instruction attempts to write to the same block. It succeeds only if the block has not been
evicted from the local cache since the preceding LL, which implies that the read-write pair effectively was
atomic. Any intervention request from another processor between the LL and SC instructions causes the
SC to fail. To implement atomic synchronization, library routines typically retry the LL/SC pair repeatedly
until the SC succeeds.

The main drawback of atomic and LL/SC instructionsis that they ship data back and forth across the net-
work and system bus for every atomic operation. For instance, in the predominant scalable DSM architec-
tures, directory-based CC-NUMA (cache-coherence non-uniform memory access), each block of memory
is associated with afixed home node, which maintains a directory structure to track the state of all locally-
homed data. When a processor is about to modify a synchronization variable that has been modified by
another processor, the local DSM hardware sends a message to the barrier's home node to request a copy
and acquire exclusive ownership. Depending on the dirty copy owner’s location, the home node may need

to send messages to additional nodes to service the request. During abarrier operation, the ownership of the



synchronization variable is passed from one processor to another across the network until all participating
processors have atomically incremented the barrier variable.

In an attempt to speed up synchronization operations, we propose adding an Active Memory Unit (AMU)
capable of performing simple atomic operations in the memory controllers (MC). The presence of AMUs
will let processors operate on remote data at the data’s home node, rather than loading it into alocal cache,
operating on it, and potentially flushing it back to the home node. We call AMU-supported operations
Active Memory Operations (AMO), because they make the conventiona “passive’ memory controller
more “active’. The goa of AMOs is to reduce network traffic, avoid the high latency of remote memory
accesses, and ultimately increase the performance of parallel applications.

An existing means of avoiding remote communication is Active Messages [27] (ActMsg). An active
message includes the address of a user-level handler to be executed by the home node processor upon
message arrival using the message body as argument. While active messages are very effective in reducing
communication traffic, using the node’s primary processor to execute the handlers has higher latency than
dedicated hardware and interferes with useful work. With an AMU, similar functionality can be performedin
the MC, which avoids these problems. Although active messages were initially developed for the messaging
passing environment to better overlap communication and computation, we find that they are also effective
in improving the performance of barriers. Thus, we will compare AMOs-based barriers to active-messages-
based barriersin our study.

In general, abarrier synchronization of N processes requires N serial atomic operations. This serialization
exposes the long round trip latency of the network. To enable parallelism during synchronization, some
researchers have proposed barrier trees [5, 21, 28] , which use multiple barrier variables organized as a
tree for one barrier operation. For example, in Yew, Tzeng and Lawri€e's software combining tree [28],
the processors are leaves of the tree and are organized into groups. The last processor to arrive in a group
increments a counter in the group’s parent node. Continuing in this fashion, the last processor reaching the
barrier point works its way to the root of the tree and triggers a reverse wave of wakeup operations to all
processors. Barrier trees achieve significant performance gains on large-scale systems, but they introduce
extra programming complexity. We will later show that AMOs can achieve better performance without
surrendering to this programming compl exity.

In the rest of the paper, we present the architecture and software interface for the proposed design and
compare AMOs against LL/SC instructions, processor-side atomic instructions, active messages, and tree-
based implementations of these existing mechanisms. We test the different implementations of the barrier

function of an OpenMP library on an execution-driven simulator. The simulator results show that AMOs



outperform LL/SC instructions, atomic instructions, and active messages by up to a factor of 80, with the
geometric mean of 20.8, 15.5, and 13.4, respectively, and their tree-based versions by a factor of 7.8, 7.1
and 6.9, respectively.

The remainder of this paper is organized as follows. Section 2 describes the active memory architectures
and programming models. Section 3 describes the simulation environment and gives the simulator results.

Section 4 surveys related work. Section 5 summarizes our conclusions and discusses future work.
2 AMU-Supported Synchronization

Our proposed mechanism adds an AMU that can perform simple atomic arithmetic operations to the MC,
extends the coherence protocol to support fine-grained updates, and augments the I SA with a few special
AMO instructions that initiate active memory operations. The initial design of the AMU supports three
AMOiinstructions: amo . inc (increment by one), amo . fetchadd (fetch and add), and amo . compswap
(compare and swap). Semantically, these instructions are just like the atomic instructions implemented
by some microprocessors. Programmers can use them as if they were traditional processor-side atomic
operations.

In the rest of this section, Section 2.1 presents the hardware organization of the AMU. Section 2.2 de-
scribes the fine-grained update protocol. Section 2.3 describes the programming model of AMOs.

2.1 Hardware organization

Figure 1 depicts the architecture that we assume. A crossbar connects processors to the network back-
plane, from which they can access remote processors, as well as their local memory and 10 subsystems,
shown in Figure 1 (a). In our model, the processors, crosshar, and memory controller al reside on the same
die, aswill betypical in near-future system designs. Figure 1 (b) isthe block diagram of the Active Memory
Controller with the proposed AMU delimited within the dotted box.

When a processor issues an AMO instruction, it examines the target address and sends a request to the
AMU of the target address' home node. When the message arrives at the AMU of that node, it is placed in
a gqueue waiting for dispatch. The control logic of the AMU exports a READY signal to the queue when it
is ready to accept another request. The operands are then read and fed to the memory function unit (MFU
in Figure 1 (b)). The old or new value may be returned to the requesting processor, depending on the AMO.

Memory references for synchronization variables exhibit high temporal locality because every participat-
ing process accesses the same synchronization variable. To further improve the performance of AMOs, we

add avery small cacheto the AMU. This cache effectively coal esces operationsto synchronization variables,
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Figure 1. Architecture of Active Memory Unit

eliminating the need to load from and write to the off-chip DRAM module every time. Each AMO that hits
in the AMU cache takes only two cycles to complete, independent of the number of nodes contending for
the synchronization variable. The size of the AMU cache is an open design issue. For this study, we assume

afour-entry AMU cache.
2.2 Fine-grained updates

AMO instructions operate on coherent data. AMU-generated requests are sent to the directory controller
as fine-grained “get” (for reads) or “put” (for writes) requests®. A fine-grained “get” loads the coherent
value of aword or a double-word. In our model, the directory controller maintains coherence at the block
level. When it receives a get request from the AMU, it loads the coherent value of the target word either
from a processor cache or local memory, depending on the state of the block containing the word. It then
changes the state of the block to “shared” and adds the AMU to the list of sharers. Unlike traditional data
sharers, the AMU is alowed to modify the word without obtaining exclusive ownership first. The AMU

sends fine-grained “ put” requests to the directory controller when it needs to write barrier variables back to

Fine-grained “get/put” operations are planned for afuture SGI DSM architecture. Its details are beyond the scope of this paper.



local memory. A fine-grained “put” updates a word of a block. When the directory controller receives a
put request, it will send aword-update request to local memory and every node that has a copy of the block
containing the word to be updated.

To take advantage of get/put, the amo . inc instruction includes a “test” value that is compared against
the result of the increment. If the incremented value matches the test value, e.g., as would be the casein a
barrier operation if the test value is the total number of processors expected to reach the barrier, the AMU
sends a put request along with the new value to the directory controller. This update is like a signal to all
waiting processors. It does not have any extra overhead and happens at the earliest time possible.

A potential way to optimize conventiona barriersisto use awrite-update protocol to eliminate invalida-
tion requests for barrier variables. However, issuing a block update after each increment generates too much
network traffic, offsetting the benefit of eliminating invalidation requests. The get/put mechanism eliminates
write-update’s drawbacks, because it issues word-grained updates (thereby eliminating false sharing) and it
only issues updates after the last process reaches the barrier rather than once each time any processor reaches
the barrier.

One possible problem with using get/put isit introduces temporal inconsistency between the barrier vari-
able values in the processor caches and the AMU cache. In essence, the get/put mechanism implements
release consistency for barrier variables, where the act of reaching a “test” values acts as a release point.
For barrier operations, rel ease-consistency is a completely acceptable memory model, but we must be extra
careful when applying AMOs to applications where release-consi stency might cause problems.

The first time a synchronization variable is accessed, the AMU obtains the latest copy from either a
processor cache or local DRAM. All subsequent AMOs to the same synchronization variable will find the
datain the AMU cache and thus require only two cycles to process. The synchronization variable will stay
inthe AMU cache until it isevicted out or the directory controller receives arequest for exclusive ownership

for the block containing the variable.

2.3 Programming model

AMO instructions are encoded in an unused portion of the MIPS-1V instruction set space, because our
target implementation of AMOs is an as-yet-unannounced future member of the MIPS processor family.
We are considering awide range of AMO instructions, but for this study, we focus only on amo . inc. The
amo . inc instruction incrementsthe target memory location by one and returnsthe original memory content
to a general register. It can be used to implement efficient barriers. Its mnemonic formisamo.inc rd,

rsl, rs2, where rd isthe destination register to store the return value, rs1 holds a memory address,



and rs2 holds the “test” value. The test value is set as the expected value of the barrier variable after al
processes have reached the barrier point.

Before we describe how to use amo . inc to implement barriers, let us first investigate how barriers
are implemented. The following is a naive barrier implementation in which num procs is the number of
parti cipating processes:

atomic_add (& barrier variable) ;
spin_until (barrier variable == num procs) ;

This implementation is inefficient because it directly spins on the barrier variable. Since processes that
have reached the barrier repeatedly try to read a copy of the barrier variable into their local cachesto test if
it has reached the expected value (num_ procs in this case), the next increment attempt by another process
will have to compete with these read requests, possibly resulting in a very long latency for the increment
operation. Although processes that have reached the barrier can be suspended to avoid interference with the
subsequent increment operations, the overhead of suspending and resuming processes is too much to have
an efficient barrier.

A common optimization to the naive version is to spin on another variable, such as the following.

int expected value = barrier counter + num procs,

if (atomic_add one (&barrier variable) + 1 == expected value)
barrier counter = expected value;

else
spin _until (barrier counter == expected value) ;

The code segment above assumes that atomic_add one () returns the value of the barrier variable
before increment. Instead of spinning on the barrier variable, this loops spins on another variable bar-
rier_counter. For simplicity, we call barrier_counter the “spin” variable. The coding above is
dightly different than the naive coding because it has been extended so that it can be used for more than
one barrier operations after initialization as long as barrier counter and barrier variable do
not overflow. Because data coherence is maintained in block-level, for this coding to work properly, pro-
grammers must make sure that the barrier variable and the spin variable do not reside in the same block.

Using the spin variable eliminates the interference between spin and increment operations. However, it
introduces some extra overhead — a write to the spin variable for each synchronization. A write to the
spin variable involves the home node sending an invalidation request to every processor before the write
occurs and each processor reloading a copy of the spin variable after the write has completed. Introduction
of the spin variable is undesirable because it is not an element in the algorithm but simply a programming

technique of trading programming complexity for performance. Nevertheless, the benefit of using the spin
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variable often overwhelms its overhead. Nikolopoulos and Papatheodorou [18] have demonstrated that
spinning on the spin variable is 25% faster than spinning on the barrier variable for a synchronization across
64 processors.

With AMOs, atomic increment operations are performed without invalidating shared copies in the pro-
cessor caches and the shared copies in the processor caches are automatically updated when all processes
reach the barrier. Consequently, AMO-based barriers can use the naive coding, i.e., directly spinning on the

barrier variable. The equivalent AMO-based version of barrier |ooks like the following.

int expected value = (barrier variable / num procs + 1) * num procs;
amo_inc (&barrier variable, expected value);
spin_until (barrier variable == expected value) ;

In thisversion, amo_inc () is awrapper function for the amo . inc instruction. Before calling it, the
program must first figure out the expected barrier value after all processes reach the barrier. For simplicity,
we require the initial value of the barrier variable to be a multiple of num procs, such as zero. With
that warrant, the expected value can be computed as ((barrier.variable / numprocs + 1) *
num_procs).

Conventional processor-based atomic instructions often require significant effort from programmers to
write correct and efficient synchronization codes. For example, the Alpha Architecture Handbook [1] uses
three pages to explain each of the LL/SC instructions along with many restrictions. Processor-side imple-
mentation of atomic instructions, like fetchadd and cmpxchg on Itanium2™ [7], need to lock many system
resourcesto ensure atomicity. Thisleadsto subtle situations that can cause livel ocks, e.g., when storesto the
Write Coalescer are closely followed by semaphore instructions. By contrast, AMO instructions are inter-
ference free, do not lock any system resources to ensure atomicity and eliminate the need for programmers
to be aware how the atomic instructions are implemented. Since synchronization-related codes are often the
hardest parts of aparallel application to code and debug, simplifying the programming model is a significant

advantage of AMOs over other mechanisms, in addition to their performance superiorities.
3 Evaluation

This section presents our experimental environment and results. We describe the simulation environment
in Section 3.1, delineate the different barrier synchronization functions that we have tried in Section 3.2, and

present the simulation results in Section 3.3.



Parameter \ Vaue \

Processor four-way issue, 48-entry activelist, 2 GHZ

L1 I-cache two-way, 32K B, 64-byte lines, 1-cycle latency

L1 D-cache two-way, 32KB, 32-byte lines, 2-cycle latency

L2 cache four-way, 2MB, 128-byte lines, 10-cycle latency

System bus 16-byte CPU to system, 8-byte system to CPU
maximum 16 outstanding cache misses, 1 GHZ

DRAM backend 16 16-bit-data DDR channels

Hub clock rate 500 MHZ

DRAM latency 60 processor cycles

Network hop latency | 100 processor cycles

Table 1. Configuration of the simulated systems.

3.1 Simulation Environment

We use the execution-driven simulator UVSIM in our performance study. UVSIM models a future-
generation SGI DSM supercomputer, including a directory-based SN2-MIPS-like coherence protocol [24]
that supports both write-invalidate and write-update. The write-update protocol is fine-grained, meaning
that an update request may replace aslittle asasingle word in acache line, as described in Section 2.2. Each
simulated node contains two M1PS R18000-like [17] microprocessors connected to sysTF busses[25]. Also
connected to the bus is SGI's future-generation Hub [25], which contains the processor interface, memory
controller, directory controller, network interface, 10 interface, and active memory unit.

UV SIM has amicro-kernel that supports most common system calls. It directly executes statically linked
64-bit MIPS-1V executables. UV SIM supports the OpenM P runtime environment. All benchmark programs
used in this paper are OpenM P-based parallel programs.

Table 1 lists the mgjor parameters of the simulated systems. The L1 cache is virtually indexed and
physically tagged. The L2 cache is physically indexed and physically tagged. The DRAM backend has 16
20-bit channels connected to DDR DRAMS, which enables us to read an 80-bit burst every two cycles. Of
each 80-bit burst, 64 bits are data. The remaining 16 bits are amix of ECC bits and partial directory state.

The simulated interconnect subsystem is based on SGI's NUMALink-4. The interconnect is built using
16-port routers in a fat-tree structure, where each non-leaf router has eight children. We model a network
hop latency of 50 nsecs (100 cpu cycles). The minimum network packet is 32 bytes.

We have validated the core of our simulator by setting the configurable parameters to match those of an

SGI Origin 3000, running alarge mix of benchmark programs on both area Origin 3000 and the simulator,



| Name | Description

Baseline | usesapair of LL/SC instructions
ActMsg | uses active messages

Atomic | usesan atomic increment instruction
AMO usesthe amo . inc instruction

Table 2. Implementations of the barrier function.

and comparing performance statistics (e.g., run time, cache missrates, etc.). The simulator-generated results

are all within 20% of the corresponding numbers generated by the real machine, most within 5%.
3.2 Synchronization Functions

For the initial study of AMOs, we use amo. inc to optimize the barrier function from an OpenMP
library and compare AMOs with LL/SC instructions, processor-side atomic instructions, and active mes-
sages. Table 2 lists the different versions of the barrier function. We use the slowest, and the most widely
used implementation — the LL/SC version — as the baseline. In addition, we employ the software barrier
combining tree based on the work by Yew et al. [28] to each implementation.

We have extended UV SIM to support active messages. In our model, both AMOs and active messages
share the same programming model; the only difference is the way each is handled by the receiving node.
We assume user-level interrupts are supported for active messages on both the recipient processor and the

initiating processor, so our results for active messages are somewhat optimistic.
3.3 Results

All programsin our study are compiled using the MIPSpro Compiler 7.3 with an optimization level of “ -
03”. All resultsin this section come from complete simulations of the benchmark programs. Each program
invokes the synchronization function 11 times. Thefirst call is used to synchronize the starting point of each
process. We then divide thewall time for the following ten invocations by ten, report this time as the elapsed

time for a barrier operation.

Non-tree-based barriers

Table 3 presents the speedups of different barrier implementations over the baseline implementation. The
first column of this table contains the numbers of processors being synchronized. We vary the number of

processors from four (i.e., two nodes) to 256, the maximum number of processors allowed by the directory
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CPUs | Speedup over Baseline
Atomic | ActMsg | AMO
4| 125 1.16 3.06
8| 1.27 1.57 9.26
16| 1.25 136 | 14.04
32| 127 153 | 2371
64 | 1.37 1.69 | 4259
128 | 1.37 181 | 50.59
256 141 1.86 82.30

Table 3. Performance of different barriers.

3000 — A

2500 | _— _¢— . Baseline -
Atomic - o
--X%-- ActMsg -7
2000~ _ ' _ . AMO .-

1500 —

Cycles / Processor

1000 —

500 —

100 —

Number of Processors

Figure 2. Cycles-per-processor of different barriers.

structure of the SN2-MIPS protocol [24]. The Atomic, ActMsg, and AMO barrier implementations all

achieve significant speedups over the baseline LL/SC version. Specifically, conventional atomic instructions
outperform LL/SC by afactor of 1.25to 1.41. Active messages outperform LL/SC by afactor 1.16 to 1.86.

However, AMO-based barrier performance dwarfsthat of all other implementations, ranging from a speedup
of 3.06 for four processorsto as high as 82.30 for 256 processors.

In the baseline implementation, each processor loads the barrier variable into its local cache before in-
crementing it using LL/SC instructions. Only one processor will succeed at one time; the LL/SCs on the
other processorswill fail. After asuccessful update by a processor, the barrier variable will move to another
processor, and then to another processor, and so on. As the system grows, the average latency to move the
barrier variable between processors increases, as does the amount of contention. As aresult, the synchro-
nization time in the base version increases superlinearly as the number of nodes increases. This effect can
be seen particularly clearly in Figure 2, which plots the per-processor barrier synchronization time for each

barrier implementation.
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The conventional atomic instruction implementation of barriers eliminates the failed SC attempts in the
baseline version, and thus improves upon the baseline by more than 25% in al cases. However, its perfor-
mance gains are relatively small compared to the other implementations that we considered, because it still
requires around trip over the network for every atomic operation, all of which must be performed serially.

For the active message version, an active message is sent for every increment operation. The overhead
of invoking the active message handler for each increment operation dwarfs the time required to run the
handler itself. Nonetheless, the benefit of eliminating remote memory accesses outweighs the high invoca-
tion overhead, which results in the active message version of barriers outperforming the baseline version for
all systems by from 16% to 86%. In addition, the high overhead of each invocation results in a significant
number of messages being queued, which leads to message timeouts and retransmissions. These drawbacks
make active messages perform relatively poorly comparing to AMOs.

The AMO implementation of barriers usesthe special amo . inc instruction. After issuing an AMO, each
process spins on the barrier variable, waiting for it to reach the prescribed value. When the first amo . inc
operation arrives at the barrier variable’s home AMU, local DRAM or a processor cacheis accessed to load
the barrier variable into the AMU’s cache. All subsequent AMOs find the data in the AMU cache and thus
require only two cycles to process. Thus, the bottleneck for AMO performance is the time to transfer the
request from the network backplane. After the barrier variable reaches a specified value, an update is sent
to every node that has a copy of the variable. Since alocal process is spinning on the data, it is very likely
that every node will have a copy of the barrier variable in its local caches. Thus, the total cost of sending
update requests is close to the time required to send a single update request multiplied by the number of
participating processors. 2

Roughly speaking, the time to perform an AMO-based barrier equals (¢, + ¢, x P), where t, is afixed
overhead and t, is a small value related to the processing time of an amo. inc operation and an update
request, and P is the number of processors being synchronized. This expression implies that AMO-based
barriers scale well, which is clearly illustrated by the performance numbers in Figure 2. This figure shows
that the per-processor latency of AMO-based barriers is constant with respect to the total number of pro-
cessors. In fact, the per-processor latency drops off dightly as the number of processors increases for
AMO-based barriers because the fixed overhead is amortized by more processors. Contrast this with the
other implementations, where the larger the number of nodes in the system, the higher the per-processor

synchronization time.

2\We do not assume that the network can physically multicast updates; AMO performance would be even higher if the network

supported such operations.
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CPUs Speedup over Baseline
Baseline+tree | Atomic+tree | ActMsg+tree | AMO+tree | AMO
8 1.04 111 1.19 1.32 9.26
16 2.06 217 2.08 2.10 14.04
32 242 297 357 3.82 23.71
64 4.80 5.46 6.74 9.06 42.59
128 6.28 6.17 8.16 11.35 50.59
256 10.03 12.08 13.51 14.90 82.30

Table 4. Performance of tree-based barriers.
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Figure 3. Cycles-per-processor of tree-based barriers.

Tree-based barriers

For all tree-based barriers, we use atwo-level tree structure regardless of the number of processors. For each
configuration, we try all possible tree branching factors and use the one that delivers the best performance.
The initialization time of the tree structures is not included in the reported results. Since tree barrier algo-
rithms are designed for non-trivial system sizes, the smallest configuration that we consider in this study is
8 processors. Table 4 shows the speedups of tree-based barriers over the original baseline implementation.
Figure 3 shows the number of cycles per processor for the tree-based barriers.

Our simulation results clearly indicate that tree-based barriers perform much better and scale much better
than normal barriers, which concurs with the findings of Michael et al. [15]. Tree-based barriers create
parallelism and reduce the hot-spot contention, so they are every effective at speeding up normal barriers.
On a 256-processor system, al tree-based barriers are at least ten times faster than the baseline barrier.
As seen in Figure 3, the number of cycle-per-processor for tree-based barriers decreases as the number
of processors increases, because the high overhead associated with using trees is amortized across more

processors and increments to different parts of the tree can proceed in parallel.
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A tree-based barrier on alarge system is basically a combination of severa barriers on smaller systems.
Traditional barriers have similar performance on small-scale systems, so the differences among traditional
tree-based barriers are rather small.

One reason that tree-based barriers perform uniformly well is because we have tried different tree branch-
ing factors and present the best result for each given system. In areal system, we might not have the luxury
of choosing the optimal branching factors and tree re-construction could add non-negligible overhead. The
best branching factor for a given system is often not intuitive. Markatos et al. [12] have demonstrated that
in some multiprogramming environments, improper use of trees can drastically degrade the performance of
tree-based barriers to even below that of simple centralized barriers. Nonetheless, our simulation results do
demonstrate of the performance potential of combining tree-based barriers.

Even with all of the advantages of tree structures, tree-based barriers are still significantly slower than
AMO-based barriers. For instance, the best tree-based barrier (ActMsg + tree) is more than six times slower
than the AMO-based barrier on a 256-processor system. This result is because tree-based barriers involve
higher overhead and generate more network traffic than AMO-based barriers.

Interestingly, the combination of AMOs and trees performs worse than AMOs alonefor this size configu-
ration. The cost of an AMO-based barrier includes alarge fixed overhead and avery small number of cycles
per processor. Using tree structures with AMO-based barriers essentially introduces the fixed overhead more
than once, therefore resulting in alonger barrier synchronization time. That AMOs alone are better than the
combination of AMOs and trees for this configuration is another indication that AMOs do not require heroic
programming effort to achieve good performance. However, this relationship between normal AMOs and
tree-based AMOs might change if we move to systems with tens of thousands processors. Determining
whether or not tree-based AMO barriers can provide extra benefits on such extremely large systemsis part

of our future work.

4 Related Work

Physical-wire-based barriers have had great success in small- to medium-scale systems. Lundstrom [11]
proposes an ANDing network for barrier synchronization. Shang et al. [23] propose a distributed wired-
NOR network. Cray T3D [2] implements barriers with hierarchically constructed AND trees and fanout
circuits. Cray T3E [22] implements barrier trees using dedicated barrier/Eureka synchronization units, but
without using dedicated physical wires.

The fetch-and-add instructions in the NY U Ultracomputer [4, 9] are similar to AMOs in that both are

implemented in the memory controller. The Ultracomputer’s fetch-and-add uses a combining network that
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tries to combine al loads and stores for the same memory location within the routers. It has the potential
drawback of delaying requests that do not use this feature. Combining is effective only when many fetch-
and-add instructions are issued over a very short time interval. In contrast, our approach performs the
combining at the barrier variable’s home memory controller, which eliminates the closeness-in-time problem
associated with combining in the network, and requires only two DRAM access per barrier regardless of the
number of processes.

The SGI Origin 2000 [10] and Cray T3E's [22] atomic memory operations come closest to our work.
Like AMOs, atomic memory operations are implemented at the memory controller. Processors trigger
atomic memory operations by sending requests to specia 10 addresses on the home memory controller
of the atomic variable. The home MC interprets those specia requests as commands to perform simple
atomic operations. With atomic memory operations, programs can either use uncached loads or, for better
performance, use spin variables during spinning. AMOs do not require spin variables, and thus are superior
to atomic memory operations in both performance and programming convenience. Comparing AMOs with
atomic memory operationsis part of future work.

Michael et al. [16] have studied severa implementations of the LL/SC instructions. In their studies,
computation power is placed at different levels of the memory hierarchy. They do so by carefully choosing
coherence policies for synchronization operations. For the computation-in-memory environment, a cen-
tralized reservation mechanism is used for granting the exclusive ownership to one of the processors that
attempt to do SC on a synchronization variable. This mechanism is similar to the LLbit approach in SGI
MIPS processors [17]. It needs to maintain a bit vector or a counter for each memory location that the
synchronization variable may reside. Its performance gain is likely smaller than AMOS' for three reasons:
(i) every LL or SC must go to memory for the bit vector or counter; (ii) SC attempts fail frequently due to
heavy contention; and, (iii) updates that are sent to the sharers after each successful write generate too much
traffic and jam the interconnection network.

Adding intelligence to the memory controller is an approach taken by several researchers working to
overcome the “Memory Wall” problem [3, 14, 29]. Severa researchers propose to incorporate processing
power on DRAM chips, so-called PIM (processor-in-memory) systems [6, 19, 20, 26]. Unlike PIMs, we do
not propose placing processors on the DRAM chips themselves. We believe that non-commodity DRAMS,
with their expected lower yields, lower density, and higher per-byte costs, are not well-suited for cost-
effective large-scale machines. Further, the performance of the PIM architectures is somewhat limited by
the fact that DRAM processes are slower than logic processes, and it is difficult to enforce data coherence

in PIM architectures.
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5 Conclusonsand Future Work

Efficient synchronization is crucia operation for effective paralle programming of large multiprocessor
systems. As network latency rapidly approaches thousands of processor cycles and multiprocessors sys-
tems are becoming larger and larger, synchronization speed is quickly becoming a significant performance
determinant.

In this paper, we propose a mechanism that uses special atomic active memory operations performed by
the home node memory controller of a synchroniation variable to achieve super-fast barrier synchroniza-
tion. AMO-based barriers do not require extra spin variables or complicated tree structures to achieve good
performance. AMOs enable extremely efficient barrier synchronization at rather low hardware cost, with a
simple programming interface. Our initial simulation results indicate that AMOs are much more efficient
than the traditional LL/SC instructions, atomic instructions, and active messages, outperforming them by up
to a factor of 80.

AMU development is still initsinfancy. Part of our future work isto compare AMOsto the other forms
of off-loaded atomic memory operations described in Section 4. We also need to test the sensitivity of
AMOs to network latency and investigate how to use AMOs to improve other synchronization primitives,
e.g., spinlocks and wait/signal. We are also considering how and whether to expand the AMU to support
more complicated operations like floating-point operations, vector-like operations that operate on arange of
data elements, and collective communication operations. For data with insufficient reuse to warrant moving
it across the network, using AMOs may significantly reduce network traffic, hide the long network latency,

and thus improve the overall performance of avariety of paralel operations.
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Abstract

The sizes of recent Java-based server-side applications, like
J2EE containers, have been increasing continuously. Past
techniques for improving the performance of Java applica-
tions have targeted relatively small applications. Moreover
the frequency of invoking the methods of a target applica-
tion is not normally distributed. As a result, these tech-
niques cannot be applied efficiently to improve the perfor-
mance of current large applications. We thus propose a dy-
namic code repositioning approach to improve the hit rates of
instruction caches and TLBs. Profiles of method invocations
are collected when the application performs with its heav-
iest processor load, and the code is repositioned based on
these profiles. We also discuss a method splitting technique
to significantly reduce the sizes of methods. Our evaluation
of a prototype implementing these techniques, indicated an
improvement 5% in the throughput of the application.
keyword: Java, Code repositioning, Dynamic compiler,
Cache and TLB performance, Large-scale application.

1 Introduction

Recently, the use of Java has been spreading widely |,
especially among server-side systems, providing web ser-
vices. The code size of applications running on Java
virtual machines (JavaVMs) on these kinds of servers is
typically large. Current JavaVMs utilize dynamic com-
pilers like Hotspot [8] and JIT [11] [6]. These compilers
convert bytecodes into native instructions and perform
various optimizing techniques, including inline method
expansion. They do not, however, consider the total
footprint of an application’s working set of code. Unfor-
tunately, large footprints reduce the hit rates of instruc-
tion caches and translation look-aside buffers (TLBs).

Current processors have very long pipelines to improve
their performance, so that a cache miss hit causes a crit-
ical latency. These processors include mechanisms to
improve cache hit rates, such as branch prediction, in-
struction prefetch, and so on, but these mechanisms are
limited to certain processes.

Many researchers have focused on improving the hit
rates of instruction caches and TLBs from the applica-
tion’s point of view. Pettis [9] pioneered such code repo-
sitioning techniques. The goal of code repositioning is

to minimize the footprint of an application’s working set
of code, thus improving the hit rates of the instruction
caches and the TLBs. This work has focused on appli-
cations written in Fortran and Pascal, while Tamaches
[12] have focused on kernel functions.

There are also numerous techniques for optimizing
Java applications dynamically [1] [2] [10]. We thus ap-
plied a code repositioning technique for a JavaVM, and
we set up an application server as the target server-side
application.

The novel contributions of this paper are the following.

Profiling Algorithm We describe how to gather the
profile information used in the a code repositioning
technique. Because the life cycles of large applica-
tions like those running on application servers have
several stages, (i.e. startup, warm up, and stable
processing), the profile information should be the
one gathered in the stage with the heaviest proces-
sor loads.

Evaluation We evaluated our prototype designed for
the IBM JIT, a widely used, high-performing
JavaVM. Our evaluation, indicated a 5% improve-
ment in the throughput of a target application run-
ning on the application server.

The rest of this paper is organized as follows. Section 2
describes the dynamic code repositioning approach. Sec-
tion 3 discusses the prototype evaluation of our proto-
type, and Section 4 presents our conclusions.

2 Dynamic Code Repositioning

Current JavaVMs compile methods that are frequently
invoked. A typical JavaVM has a counter for each
method, and increments it when the method is invoked.
When a counter exceeds a threshold, the JavaVM com-
piles the method corresponding to the counter. There-
fore, the order in which methods are compiled is not
related to the order of invocation, and also frequently
executed code and rarely executed code are intermixed
within individual methods. This approach results in low
hit rates for instruction caches and TLBs.



Our proposal is to increase the hit rates of instruction
caches and TLBs by repositioning the compiled code.
The principles of code repositioning are as follows.

1. Decrease the distance between frequently called
methods and the corresponding frequent caller
methods.

2. Put rarely executed code in methods farther away.

With code repositioning, the numbers of instruction
cache lines stored in caches and memory pages occupied
by frequently executed code can be reduced. In this
section, we discuss how to implement these principles.

2.1 Online Profiling

To determine an optimized positioning for application
code, statistical profiles of the frequencies of method
invocation are useful, because frequently invoked caller
and callee methods should be placed close to each other.
This section describes how profiles for application code
are aggregated and how the application code is reposi-
tioned.

2.1.1 Life Cycle of an Application

Our target application, an application server, has a life
cycle, which consists of a start-up period initializing the
system, a warm up period with few requests, and a
stable processing period with more numerous requests.
Therefore, the processor load for processing requests and
the frequency of compiling application code dynamically
vary with the stage of the system is in its life cycle.
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Figure 1: Life cycle of the application server

Figure 1 shows the life cycle of the system. The x-axis
represents time, and the y-axis represents the processor
load and the frequency of dynamic compiling. The three
stages in the life cycle are described in more detail as
follows.

Start-up The first stage is start up, in which the appli-
cation loads its configuration and components, ini-
tializes its subsystems, and activates them. Because
most of the application code executed in this stage
applies only to initialization, there is little benefit
in optimizing it.

Warm-up The second stage is warm-up, in which the
application receives only a small number of requests.
The throughput at the beginning of this stage is rel-
ativity low, because most of the code for processing
requests has not yet been compiled or placed un-
der dynamic compiling. As time passes, the rate
of compiling code for processing requests increases,
along with the throughput. In contrast, the rate of
dynamic compiling decreases with time.

Stable processing The last stage is stable processing,
in which the application processes a large number
of requests and its throughput is maximal. Most
of the application code executed in this stage has
already been compiled, and the dynamic compiler
of the JavaVM is rarely executed.

To increase the maximum throughput, the optimiza-
tion targets for dynamic code repositioning are the por-
tions of code executed in the stable processing period
with a high processor load and low frequency of dynamic
compilation.

2.1.2 Execution Profiling

To acquire a profile during the stable processing stage,
a thread, called control thread, periodically observes the
frequency of compilation. The JIT increments a com-
pilation counter when it compiles codes dynamically. If
the control thread finds that the counter is less than the
threshold, it starts a profiling process. If not, it sleeps
for a while.
The profiling process has three stages as follows.

Initialization The control thread inserts code invoking
a profiling method into the prologue code of all the
compiled methods. Then the control thread sleeps
for the duration of the profiling period, and the com-
piled code collects profile information on its own.

Profiling The profiling code is invoked with arguments
consisting of the program counter of the caller
method and the profile information of the callee
method. The profiling code includes a profiling ta-
ble, which contains a pair consisting of the program
counter of the caller method and the unique ID of
the callee method, and a counter for the number
of invocations. When invoked, the profiling code
searches the profiling table for the caller method’s
program counter and the callee method’s ID. If they
are not found, the profiling code registers the new
pair in the profiling table. If they are found, it in-
crements the pair’s counter.

Finalization After a period of profiling, the control
thread awakes and reinserts the prologue code to
the original code, in order to stop profiling.

The more samples are gathered, the more accurate the
information. If the number of samples gathered during



the profiling period is below the threshold, the system
does not optimize the code but repeats the profiling pro-
cess instead.

2.2 Code Repositioning

After the profiling process, the system decides which
methods should be placed with corresponding algorithms
and where, based on a “closest is best” strategy[9]. This
section describes how the system determines the posi-
tioning of methods and repositions them.

2.2.1 Dynamic Call Graph

After the system gathers a sufficient number of samples,
it creates an undirected weighted dynamic call graph
based on the profiling table, which stores the results of
the profiling process (Figure 2). Each node of the graph
represents a caller or callee method, and each edge rep-
resents a call between two methods. The weight of the
edge represents the number of times the call was made.
In this graph recursive calls are ignored, because they
cannot be optimized by repositioning code.

2.2.2 Sorting by Invocation Frequency
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Figure 2: Dynamic call graph

Because our algorithm is based on a “closest is best”
strategy[9], it first chooses the edge with the heaviest
weight in the graph. If multiple edges have the same
weight, one is arbitrarily chosen. The two methods cor-
responding to the two nodes connected by the chosen
edge will be placed next to each other in the final po-
sition of the code. Then, the two nodes in the graph
are merged into one node. If these nodes have edges to
same node, these edges are also merged into one edge
whose weight is the sum of the weights of each node.
When the nodes are merged, the new node representing
the merge is attached to a binary tree (Figure 3). The
new node includes information consisting of the weights

of the edge between the original nodes, and the original
nodes become child nodes of the new node. This process
is repeated until the whole graph contains no edges.

Because every node in the dynamic call graph can be
traced from a node representing “main” method, that
was invoked by the JavaVM at first, the graph is a con-
nected graph. Therefore the graph will contain only a
single node at the final step.
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Figure 3: Binary tree

Finally, the position of the methods is determined by
a depth-first search, that is a algorithm which traces a
heavier node first. The algorithm recognizes each leaf
representing a method is lighter than a node representing
a merged node. If both child nodes represent methods,
one is arbitrarily chosen.

Figures 2 and 3 show examples of dynamic call graphs
and the corresponding binary trees, respectively. The
edge connecting methods B and D has the heaviest
weight in the graph (1) of Figure 2, so methods B and D
will be placed next to each other in the final positions of
the methods. Then, a node representing this merge with
a weight of 1000 is attached to the binary tree shown in
(a) of Figure 3 and nodes representing methods B and D
are attached to the merge node. This process is repeated
until the graph has no edges.

After inserting the merge nodes, the binary tree is
traced by a depth-first search. The final positions of



methods becomes B-D-A-E-C in this example.

2.2.3 Repositioning

In a typical application, many methods are invoked only
few times. To reduce the cost of dynamic code repo-
sitioning, these edges for these less frequent calls are
removed from the set of target methods. The control
thread removes methods whose ratios of method invo-
cation to total invocations are below a threshold after
calculating the positions of methods. Finally the system
recompiles the methods in the sorted order and inserts
the native codes.

2.3 Method splitting

Both frequently executed code and rarely executed code
often exist within one method. It is thus more efficient to
put frequently executed code close to a caller method and
rarely executed codes farther away. The system treats
two types of codes, exception code and inline compen-
sating code, as rarely executed, and it puts them in a
rare code region, which is separate from the usual region
in which frequently executed code is placed.

2.3.1 Exception Code Splitting

Exception mechanisms characterize Java. The exception
code contains the control flows that create and throw ex-
ception objects and the control flows that catches excep-
tion objects and return them to the original sites after
they are processed. These portions of code are executed
relatively rarely. The system analyzes the control flows
of methods and finds those flows that process exceptions
and create exception handlers. The system treats the ba-
sic blocks of these control flows as rarely executed code.

2.3.2 Inline Compensating Code Splitting

The IBM JIT optimizes code by inline method expan-
sion. While the application code is running, it looks for-
ward to find non-overwritten methods among the com-
piled methods by analyzing a class hierarchy. It per-
forms inline method expansion for the methods found
and creates compensating code. The compensating code
performs the original virtual method calls, and then re-
turns to the original control flow.

If the expanded inline methods are overwriten, the
JIT replaces the expanded inline with code calling the
compensating code. With this algorithm, the JIT can
optimize the virtual method calls and ensure correct be-
havior.

The system treats the compensating code as rarely
executed.

3 Evaluation

This section gives the results for an experimental eval-
uation of a prototype implementation of the code repo-

sitioning technique here. The prototype implementation
was based on IBM JDK 1.3.0[11]. The primary goals of
our evaluations were to determine whether code repo-
sitioning could achieve significant improvement in per-
formance, and to analyze the system’s behavior at the
processor level.

3.1 Environment

All the experiments were performed on a 1 GHz Pen-
tium IIT system[4] with 512 MB of RAM, running Red
Hat Linux 7.2, kernel 2.4.9-13. The benchmarks we
used were SPEC jbb2000[5], and Call Control Simula-
tor. SPEC jbb2000 is a benchmark designed to evalu-
ate server performance by emulating a 3-tier middleware
system. It outputs a score for comparing the perfor-
mance of JavaVMs and underling platforms. Call Con-
trol Simulator is our original benchmark emulating a
JAIN Call Control[3] platform running on JBOSS ap-
plication server [7]. It requires a client which generates
an input sequence and outputs a throughput every sec-
ond.

Table3.1 summarizes the key characteristics of the
Pentium III processor. The processor has two L1 caches
which are one for code and one for data, one L2 cache for
both of them, and two TLB which are I-TLB for code
and D-TLB for data. The technique discussed in this pa-
per affects behavior of the L1 code cache, the L2 cache,
and the I-TLB.

3.2 Benchmark Results

To maximize the performance improvement, the profiles
for code repositioning must be gathered during the most
appropriate stage of the application’s life cycle. To ful-
fill this requirement, we made the input sequence of Call
Control Simulator be continuous for the start-up period
and the warm-up period, arrange the threshold for start-
ing and stopping the profiling and confirmed that the
profiling is finished until the end of the warm-up period.

In the case of generic benchmarks like SPEC jbb2000
it’s not possible to arrange the input sequence, so we just
determined the thresholds. Therefore the improvement
of it may be relatively small.

The effectiveness of the code repositioning technique
depends on the size of the application’s code working

Table 1: Specification of Pentium

Pentium IIT
L1 code cache size 16KB
4way
Cache line size 32B
L2 cache size 256KB
4way
Cache line size 32B
I-TLB size 32 entry
4 way




set. Table 2 lists the benchmark specifications; the size
of compiled codes and the number of repositioned meth-
ods. The former is the size of the native code compiled
from frequently invoked methods, and the latter is the
number of methods invoked frequently while the profiles
are gathered and repositioned by recompiling. The size
of compiled codes is different from the size of the appli-
cation’s code working set because JIT just compiles a
method invoked many times. But relations of these two
size are similar to benchmark applications.

Table 3 shows the results for Call Control Simulator.
“Cycles instruction fetch stalled” means the number of
cycles the processor stalls while it cannot fetch a next in-
struction. The throughput is improved 5.0%, The cycles
instruction fetch stalled reduced by 9.4% and the I-TLB
hit rate was significantly improved. On the other hand ,
the L1 cache hit rate and the L2 cache hit rate were not
improved after repositioning codes.

Table 4 shows the results for SPEC jbb2000. The score
was improved by 1.23%, The cycles instruction fetch
stalled reduced by 10.2% and the I-TLB hit rate was
improved by 9.82%. On the other hand, the L1 cache
hit rate and the L2 cache hit rate are not improved as
same as the results for Call Control Simulator.

According to these results, major improvements of the
code repositioning technique are derive from the effi-
ciency improvements of page usage, not from the effi-
ciency improvements of cache usage. The main reasons
of non-effectiveness for cache usage are as follows.

e The size of the cache line of each cache is small
enough. Because the size of methods are much big-
ger than the size of cache line, there are normally
codes of only one method in one cache line. There-
fore the code repositioning and the method splitting
cannot improve the efficiency of cache usage

e The size of the application’s code working set is
small enough relatively to the size of each cache.

3.3 Repositioning Analysis

We observed the frequency of method invocation to ver-
ify that the code repositioning algorithm could put fre-
quently used portions of code closer together. Figure
4 shows the distribution of method invocations for Call
Control Simulator before code repositioning, while Fig-
ure 5 shows the distribution after code repositioning. In
each figure, the x-axis represents the head address of the
memory pages, and the y-axis represents the number of

Table 2: Application size

Size of Number of
compiled codes repositioned
(bytes) methods (bytes)
SPEC jbb2000 442,140 79
Call Control 1,940,012 320
Simulator

Table 3: Results for Call Control Simulator
Default Repositioned Percentages
improvement
Throughput 65.5 68.8 5.0%
Cycles instruction | 2.12x1010 1.92x1010 9.4%
fetch stalled
L1 cache hit rate 97.8% 97.8% 0.0%
L2 cache hit rate 70.9% 71.3% 0.4%
I-TLB hit rate 79.7% 85.4% 5.7%

Table 4: Results for SPEC jbb2000

Default Repositioned Percentages

improvement
Score 10,113 10,238 1.2%
Cycles instruction | 1.14x1010 1.03x1010 9.8%

fetch stalled

L1 cache hit rate 98.5% 98.6% 0.1%
L2 cache hit rate 90.2% 90.6% 0.4%
I-TLB hit rate 82.5% 92.6% 10.2%
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Figure 6: Coverage of application footprint

invocations of the methods in a page. The distribution
before the code repositioning shows spread over many
pages, while the distribution after the code reposition-
ing shows that frequently invoked methods were placed
in a smaller number of pages, and most of method invo-
cations were limited to methods of these pages.

Figure 6 shows the coverage rate for each application
before and after code repositioning in terms of the num-
ber of pages. Because Call Control Simulator was the
largest application, more pages were required to cover
its footprint. Before code repositioning 55% of invoca-
tions could be covered in 32 pages, which is the number
of I-TLB entries available with a Pentium ITI. After code
repositioning, on the other hand, 79% number of invo-
cations could be covered in 32 pages. The smallest ap-
plication, jbb2000, covered 94% in 32 pages before code
repositioning and 99% after code repositioning.

4 Conclusion

This paper has described the techniques and evaluated
the performance of code repositioning for a JavaVM
to improve the performance of a large-scale application
server. With this approach, the system profiles the ap-
plication’s behavior during the most efficient stage of its
life cycle. It then repositions the compiled code to min-
imize the memory footprint of the application’s working
set of instructions.

The results of our evaluation demonstrated impressive
performance improvements 5.0% for Call Control Simu-
lator and from 1.2% for SPEC jbb2000. The most im-
provement is caused by improvement of efficiency usage
of pages and TLB.

Our future plan is to combine this code repositioning
approach and the inline method expansion technique.
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Abstract

In this paper we analyze the design of polylibraries, where the pro-
grams call routines from different libraries according to the characteristics
of the problem and of the system used to solve it. An architecture for this
type of libraries is proposed. Our aim is to develop a methodology which
can be used in the design of parallel libraries. To evaluate the viability
of the proposed method, the typical linear algebra libraries hierarchy has
been considered. Experiments have been performed in different systems
and with linear algebra routines from different levels of the hierarchy. The
results confirm the design of polylibraries as a good technique for speeding
up computations.
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1 Introduction

The idea we put forward in this paper is to use a number of di erent basic
libraries to develop a polylibrary. To evaluate the method, the typical parallel
linear algebra libraries hierarchy has been considered.

Linear algebra functions are widely used in the solution of scientific and
engineering problems, which means that there is much interest in the develop-
ment of highly e cient linear algebra libraries, and these libraries are used by
non-experts in parallel programming. In recent years several groups have been
working on the design of highly e cient parallel linear algebra libraries. These
groups work in di erent ways: optimizing the library in the installation process
for shared memory machines [1] or for message-passing systems [2, 3], analyzing
the adaptation of the routines to the conditions of the system at a particular
moment [4, 5, 7], or using polyalgorithms [8, 9]. Polylibraries can be used in
combination with other techniques to speed up linear algebra computations, in
such a way that a user will not need to decide the best library to use, and the
polylibrary is responsible for obtaining a near optimum execution.

In Section 2, an architecture for a polylibrary is proposed, and the ensuing
variations in the library hierarchy are considered. Section 3 shows some of the
experimental results obtained. Finally, in Section 4, some conclusions are given.

2 The Design of Polylibraries

When solving linear algebra problems, basic linear algebra routines are called
to solved di erent parts of the problem. Typically some version of BLAS [10] or
LAPACK [11] is used in sequential or shared memory systems, and ScaLAPACK
[12] can be used in message-passing systems. But there may be di erent versions
of the libraries. It is possible to have libraries optimized for the machine (either
provided by the vendor or freely available [13, 14]), or automatic tuning libraries
like ATLAS [1] can be installed, or again alternative libraries can be used [15].

The hierarchy of linear algebra libraries is shown in figure 1. At the lowest
level of the hierarchy is the basic linear algebra library (BLAS), which may be
the reference BLAS, a BLAS optimized for the machine, provided by the vendor
or freely available, or an automatic tuning library. To perform the communica-
tions in message passing programs a library optimized for the machine can be
used, as could a free version of MPI [16] or PVM [17]. At higher levels of the
hierarchy there are also di erent libraries with the same or similar functional-
ity. To solve linear systems or eigenvalue problems in sequential processors, a
reference or machine optimized LAPACK can be used. To solve the problem
in a message-passing platform, di erent versions of ScaLAPACK or PLAPACK
can be used.

By using libraries from the lower or the middle levels of the hierarchy, we
can develop libraries to solve problems in di erent fields (libraries to solve ODE
problems, inverse eigenvalue problems, least square Toeplitz problems, etc).

For example, it is possible to solve an eigenvalue problem using ScaLAPACK,
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Figure 1: Hierarchy of linear algebra libraries.

LAPACK, ATLAS and machine MPI; alternatively, it could be solved using
PLAPACK, machine BLAS and MPICH. Likewise, the same problem, with
di erent sizes, may require distinct libraries.

2.1 The Advantage of Polylibraries

Traditionally the user decides to use a particular set of libraries in the solution
of all the problems. There are some considerations which make it advisable to
use di erent libraries for di erent problems. Automatic selection is therefore
interesting for a number of reasons:

e A library optimized for the system might not be available. The use of
an automatic tuning library would be satisfactory, although with time
a better library may become available. Thus, it is necessary to have a
common method to evaluate libraries or routines in the libraries, so that
when a library is installed, the preferred library is changed.

* When the characteristics of the system change, the preferred library can
also change. This makes it necessary to reinstall the libraries.

< Which library is the best may not be clear since library preference will vary
according to the routines and the systems in question. This makes it nec-



essary to develop the concept of polylibrary. The information generated
in the installation of each library is used to construct the polylibrary.

< Even for di erent problem sizes or di erent data access schemes the pre-
ferred library can change. This makes it necessary to design polylibraries
in such a way that a routine in the polylibrary calls to one library or an-
other not only according to the routine, but also to other factors such as
the problem size or the data access scheme. Hence, the routines in the
polylibrary act as interfaces between the program and the routines of the
di erent libraries.

* We may be working in a parallel system with the file system shared by
processors of di erent types, which may or may not share the libraries.
In the case of their sharing a basic library, this may be optimized for one
type of processors and not for the others. In any case, the resulting library
will be di erent for the di erent types of processors. In parallel systems
the polylibrary will be di erent in processors that do not share the basic
libraries, while in processors sharing the basic libraries, the polylibrary
could be the same, but with the inclusion in the interface of the routines
of the possibility of calling to one library or another, according to the
processor type.

In this paper, we propose the architecture of a polylibrary, and show with
experiments with some linear algebra routines how the use of polylibraries helps
in the decision of the libraries to be used to reduce the execution time when
solving a problem.

2.2 Architecture of a Polylibrary

A possible architecture for a polylibrary is shown in figure 2. For each of the
basic libraries an installation file (LIF) will be generated, containing informa-
tion about the performance of the di erent routines in the library for di erent
variable factors. The format of the di erent LIFs must be the same, and the
generation of the LIFs must be carried out in the polylibrary installation or
updating process. This generation can be made by using some model of the
routines to predict the execution time or by performing some executions [18, 2].
When the generation is made by performing some executions, the process must
be guided in order to avoid an overlong installation [19]. For each routine in the
polylibrary, an interface routine is developed.

The polylibrary will use the information generated in the lower level libraries
installation (LIFs) to generate the code of the interface routine. To do this, the
format of the di erent LIFs would be the same, and what we propose is to
develop each library together with an installation engine which generates the
LIF in the format required. This format must be decided by the linear algebra
community in order to facilitate the use of the information to design polylibraries
or libraries of higher level in the libraries hierarchy. The information in the LIF
could be the cost of an arithmetic operation using some routines. In some cases
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Figure 2: Architecture of a polylibrary.

this could be obtained for di erent problem sizes, because the use of di erent
costs for di erent sizes can produce a better prediction and consequently a
reduction in the execution time [20].

For some routines more than one parameter can be used, as for example in
matrix-matrix multiplication, where it could be interesting to store the cost with
square or rectangular matrices. Also the di erent access schemes can produce
di erent costs, for example, the BLAS routine drot can have di erent costs
when the data in the vectors are stored in adjacent positions of memory than
when they are stored in non-adjacent positions. The format of the LIF could
be as follows:

drot Id dgemm column
1 100 200 20 40 80
100 20
n 200 row 40
400 80

The development of installation engines must be included in the basic li-
braries (BLAS, ATLAS, MPI, PVM, ...), but also in libraries of higher level
(LAPACK, PLAPACK, ScaLAPACK, ...), which allows the development of
higher level libraries, which could include an installation engine to generate
their own LIFs.

2.3 Combining Polylibraries with other Optimisation Tech-
niques

There are di erent techniques for obtaining optimized libraries, and better li-
braries can be obtained by combining di erent techniques.



In polyalgorithms we have di erent algorithms to solve the same problem.
The algorithms can be implemented in di erent libraries, and the use of di erent
algorithms does not di er from the use of di erent libraries. If one of the basic
libraries used is an automatically tuned library a large amount of time may be
necessary to install the library in the system [1, 2], which means a large amount
of time is necessary to update the polylibrary when the conditions on the system
change. The same is true when installing or reinstalling the polylibrary, and in
a parallel system multiple installations will be necessary (possibly in parallel).
Thus the installation process must be guided by the system manager [3], which
decides when it is convenient to reinstall the polylibrary or include a new library,
or a new type of processor, and which factors and range of values to consider.

In some cases the value of some algorithmic parameters are obtained at ex-
ecution time [20]. These values can be the block size in algorithms by blocks;
the number of processors or some parameters determining the logical topology
in a parallel system, ... This means di erent values of these parameters must be
considered in the polylibrary installation. The routine interface in the polyli-
brary must contemplate this possibility, and the same routine can be called with
di erent values of the parameters for di erent problem sizes.

It could be interesting to have a system which attends to petitions of the
user and provides a suitable set of resources according to the present state of
the system. Some research is being done in this direction [5, 6]. To adapt the
method we propose to systems where the load varies dynamically some heuristic
can be used [7]. The values obtained at installation time can be influenced by
using some measures of the system load obtained at running time.

3 Experimental Results

Experiments have been carried out with routines of di erent levels in the hier-
archy:

< In the lowest level of the hierarchy, the routines are the typical BLAS ones.
These routines must be installed by performing selected computations,
and the information is stored in the LIF of the library. The matrix-matrix
multiplication has been used because it is a representative operation of
the lowest level libraries, it is used in algorithms by blocks and is a good
example to show the methodology. In addition, versions by blocks and
the Strassen method [21] have been considered, taking into account the
combination of the design of polylibraries and polyalgorithms.

e Matrix factorizations by blocks [22] have been analyzed (LU and QR)
because they are basic operations at a second level of libraries, and use
routines of a lower level, as for example the matrix-matrix multiplication.

« As examples of the highest level of libraries a lift-and-project algorithm
to solve the inverse additive eigenvalue problem [23] and an algorithm
to solve the Toeplitz least square problem [24, 25] have been considered.



In the former, the cost is of order O n* and it is easy to make a good
choice of the parameters to obtain executions close to the optimum. The
second algorithm has order O n? , and it is more di cult to make a good
selection of the parameters. In both cases they use routines of lower levels,
and those routines are used in a blackbox way.

The experiments have been carried out over di erent systems because the
goal is to obtain a methodology valid for a wide range of systems. The platforms
used have been: a shared memory space system (Origin 2000 with 32 processors),
and some networks of processors.

Some of the experimental results obtained are reported in this section. More
experimental results can be found in [26].

3.1 Matrix-matrix Multiplication

The matrix-matrix multiplication is an operation from the lowest level of the
hierarchy, but higher level implementations have been considered. For polyalgo-
rithms we use a direct multiplication, a multiplication by blocks, and a Strassen
multiplication. The use of these algorithms allows us to combine the design of
polylibraries with the automatic choice of algorithmic parameters: in the algo-
rithm by blocks the block size is an algorithmic parameter, and in the Strassen
multiplication the algorithmic parameter is the size of the matrix to stop the
recurrence.

For routines in the lowest level of the hierarchy only the sequential case is
analyzed, because these routines would be used by parallel routines which will
call them in each processor.

In a network of six SUNs with two di erent types of processors (five SUN
Ultra 1 and one SUN Ultra 5) the interface of the routine would have one part for
each type of processor. The libraries used in the experiments have been: a freely
available reference BLAS (BLASref), the scientific library of SUN (BLASmMac),
and three versions of ATLAS: a version of ATLAS installed in SUN Ultra 1
(ATLAS1), and another two prebuilt versions of ATLAS 3.2.0 [30] for Ultra 2
(ATLAS2) and Ultra 5 (ATLAS5). The same libraries are used by the SUN
Ultra 1 and the SUN Ultra 5 because they share the file system.

The values in the LIF can be obtained by performing executions for the
di erent algorithms, problem sizes and values of the parameters provided by
the library manager. This may suppose a large amount of time, and heuristics
can be used to reduce that time. For example, in the algorithm by blocks,
experiments can be performed for di erent blocks for the smallest problem size.
In the Strassen algorithm, for the smallest problem size, the problem is solved
with base size half the problem size, then a quarter of the problem size, and so
on until the execution time increases. The optimum base size is taken as the
initial for the local search for the next problem size.

If the installation is made with matrix sizes 400, 800 and 1200, the interface
routine could be:

if processor is SUN Ultra 5



if problem-size<600
solve using ATLAS5 and Strassen method with base size
half of problem size
else if problem-size<1000
solve using ATLASS5 and block method with block size 400
else
solve using ATLASS5 and Strassen method with base size
half of problem size
endif
else if processor is SUN Ultra 1
if problem-size<600
solve using ATLAS5 and direct method
else if problem-size<1000
solve using ATLASS5 and Strassen method with base size
half of problem size
else
solve using ATLAS5 and direct method
endif
endif

The lowest execution time (low.) is compared with the execution time with
the library, method and parameter provided by the model (mod.), and that
obtained using the direct method with ATLAS5. The comparison is shown in
table 1. The execution time using the model is close to the lowest, and the
same happens when the direct method and ATLASS are used. The conclusion
could be that it is better to determine the best library (ATLAS5) and method
(direct). Possibly this is a good option in some cases, but we observe that the
optimum library is not always apparent. The preferred library should be the
scientific library of SUN, but it is clearly surpassed by all the versions of ATLAS.
In SUN Ultra 1, one would expect the preferred ATLAS to be that installed in
the system by the manager (ATLAS1), but in fact the best is ATLASS.

The selection of the library, method and parameters is satisfactory in all
the systems considered, and this produces small di erences between the lowest
execution time and that obtained with the values provided by the polylibrary.

The use of di erent algorithms and libraries is not a great improvement with
respect to the use of the best library, but the proposed method can also be used
just to obtain or update which is the best library among those available.

The method can also be used to decide which algorithm to choose from a set
of available algorithms, because each algorithm can be considered as the routine
of a di erent library.

The selection of the parameters which produce lowest execution times can
be combined with the selection of the library or algorithm.



Table 1: Comparison of the lowest execution time, the execution time obtained
using the model, and the execution time using the direct method and ATLASS5.
In SUN Ultra 5.

200 600 1000 1400 1600
time 0.038 1.063 4.678 12.532 20.031
low. library ATLASS5 ATLAS5 ATLAS5 ATLAS2 ATLAS2
method direct direct Strassen Strassen blocks
parameter 2 2 400
time 0.041 1.112 4.678 12.575 26.569
mod. library ATLAS5 ATLAS5 ATLAS5 ATLAS5 ATLAS5
method Strassen blocks Strassen Strassen  Strassen
parameter 2 400 2 2 2
ATLASS direct time 0.038 1.063 4.833 13.501 31.023

3.2 Matrix factorizations

Automatic tuning medium level routines can be developed by obtaining a the-
oretical model of the routine where the system parameters are identified, and
the values of the system parameters are obtained from those stored in the LIFs
of lower level libraries. After the substitution of the values some decisions can
be taken, e. g. the best library and the optimum values of some algorithmic pa-
rameters. We show how the method works with the LU and QR factorizations.

One of the most di cult parts for the development of a hierarchy like the
one proposed is to obtain a common cost model valid for a wide range of sys-
tems and algorithms. This is not the goal of this paper, and there are some
complementary works on this issue [27, 3, 28, 29]. Some of the ideas to consider
when obtaining a simplified but useful model are: the parameters in the theo-
retical model are taken not as constant values, but as a function of the problem
size and some parameters which depend on the algorithm (the block size, the
number of processors, the topology of the communication network, etc); di er-
ent parameters for di erent operations at the same computational level; and
the values of the parameters which are also dependent on the way the data are
stored and accessed.

With these considerations, the cost of the parallel block LU factorization
can be modelled by the formulae:

2 n® r+c 1
§k3,dgemm3 + Tbk&,dtrsmn2 + §b2k2,dgetf2n (1)

for the arithmetic cost, and:

2n max 2
£, (r,c) +t, 2n< max(r, ¢)
b p
for the communication cost.
And for the QR factorization the costs are modelled by:
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The matrix is distributed in a logical two-dimensional mesh (in ScaLAPACK
style [12]) of p = r x ¢ processors, with block size b.

The system parameters are ks (operations of level 3 BLAS), ko (operations
of level 2 BLAS), t, (start-up time) and t,, (word-sending time); and the al-
gorithmic parameters b (block size), r and ¢ (number of rows and columns
in the network of processors). The cost of the arithmetic operations is con-
sidered di erent for di erent routines (Ks agemm, K3 dtrsm, Ka,dgetf2, K3 dtrmm,
K2, dgeqr2 @Nd Ka qiarf¢). The two factorizations have in common the parameter
K3 dgemm. Hence, they will use the information (LIF) generated for Ks qgemm
when the matrix-matrix multiplication was installed in the system. The li-
brary (I) can also be considered as an algorithmic parameter. Thus we have
K3 dgemm (N, 0,1, c 1), and the same with the other system parameters. In the
installation of a routine like dgemm, the dependence of the system parameters
with respect to the algorithmic parameters is analyzed, and possibly the number
of dependencies will be reduced: the dependence may be K3 qgemm (b, 1).

Experiments have been carried out in a network of Pentium 111 with Myrinet
and Fast-Ethernet. Five libraries have been used: ATLAS, reference BLAS, a
BLAS for Pentium Il Xeon (BLASII), and two versions of a BLAS for Pentium
111 (BLASIII). The results obtained with reference BLAS are always worse than
those with ATLAS, and the second version of BLASIII always works faster than
the first version.

In table 2 the experimental results with the LU factorization are summa-
rized. The theoretical (the.) and lowest (low.) execution times, the execution
time obtained with the parameters provided by the model (mod.), and the asso-
ciated block size are shown for di erent libraries and problem sizes. The lowest
optimum and modelled execution times for each matrix size are highlighted. The
model provides good values for the parameters. The best results are obtained
with BLASIII and BLASII, as predicted by the model. Also the optimum block
size is well predicted. The di erence between the libraries is less important in
the parallel case than in the sequential case due to the cost of communications,
which is common to all the libraries.

In table 3 results obtained with the QR factorization are shown. The exe-
cution time with the parameters provided by the model (mod.) and the lowest
execution time (low.) are shown together with their parameters. The times
with the model are always close to the lowest times, because the model makes
a good selection of the parameters: number of processors, dimensions of the
mesh, block size and library.
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Table 2: Execution time (in seconds) of the parallel LU routine, with di erent
basic libraries. In a network of 4 Pentium I11 with Myrinet.

ATLAS
the. low. mod.
time blo. time blo. time blo.
512 0.13 32 0.12 32 012 32
1024 0.79 32 0.74 32 0.74 32
1536 2.36 32 221 64 2.27 32
BLASII
the. low. mod.
time blo. time blo. time blo.
512 0.13 32 0.11 32 0.11 32
1024 0.77 32 071 32 071 32
1536 2.30 32 2.13 32 2.13 32
BLASIII
the. low. mod.
time blo. time blo. time blo.
512 0.13 32 0.11 32 0.11 32
1024 0.77 32 0.70 32 0.70 32
1536 2.30 32 2.13 32 2.13 32

Table 3: Comparison of the execution time of the QR factorization. In a network
of 8 Pentium 111 with Fast-Ethernet.

size: 128 256 384 1024 2048 3072

time 0.025 0.087 0.178 1.92 9.90 28.00

mod. processors 1x2 1x38 1x8 1x8 1x8 1x8
block size 8/16 8 8 16 16 16

library BLASII  BLASII BLASII BLASII BLASII BLASII

time 0.025 0.086 0.176 1.92 9.40 25.11

low.  processors 1x2 1x8 1x8 1x8 1x8 1x8
block size 16 8 8 16 16 16

library BLASIT BLASIII BLASIII BLASII BLASII BLASII
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3.3 Experiments with a Toeplitz Least Square program

The problem to solve is the Least Square (LS) Problem: max, ||Tx—b]||2, where
T R™*™is Toeplitz (T;; =t,_;,i=0,1,....m—1,j=0,1,...,n—1) and
b R™.

Experiments have been carried out in two networks of Pentiums with Myrinet.
In a Pentium Il network with Myrinet the execution time in the sequential case
(seq.), the lowest experimental time (low.) and the execution time with the
number of processors provided by the model (mod.), are those shown in table
4, along with the number of processors used and the speed-up. We can see
the model does not provide the best number of processors, and the di erence
between the optimum execution time and the execution time with the number
of processors provided by the model is on average about 58%. For algorithms
with a small cost it could be preferable to perform some selected executions at
installation time to decide the values of the parameters, and to use the model
only for bigger problem sizes [18].

Table 4: Comparison of optimum execution time and the execution time with
the parameters provided by the model. Routine LS Toeplitz in network of
Pentium Il with Myrinet.

mxn seq. low. mod.
time proc. speed-up time proc. speed-up
1000 < 500 0.868 0.341 16 2.55 0.868 1 1.00
1000 =< 1000 2.144 0.988 8 2.17 1.715 2 1.25
2000 x 200 0.600 0.178 16 3.37 0.383 2 1.57
2000 x 1000 3.630 1.068 16 3.40 1.580 4 2.30
2000 x 2000 9.225 2.922 16 3.16 4.151 4 2.22

The library preferred in the sequential case could also be considered as that
preferred for the parallel routine. In that way ATLAS would be used in the
Pentium 111 network. In table 5 the execution times are compared when using
the di erent libraries. The lowest execution time is highlighted for each matrix
and number of processors. We can see the best library is now BLASII, which
is the second best in the sequential case. This may be due to the fact that
in parallel we work with smaller vectors in each processor, and the preferred
library with the sizes experimented in the sequential case may not be the one
preferred for smaller sizes.

3.4 Lift-and-project Method for the Inverse Additive Eigen-
value Problem

A lift-and-project method for the solution of the inverse additive eigenvalue
problem has been used as an example of high level algorithm of high cost. The
order of the algorithm is O n* , and this high order makes it easier to obtain
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Table 5: Comparison of the execution time (in seconds) of the parallel routine
with di erent basic libraries. Routine LS Toeplitz in network of Pentium 111

with Myrinet.
processors: 1 2 3 4
ATLAS
400 0.4566  0.5870 0.5280 0.4151
800 1.0109 1.4078 1.1537 1.1023
1200 1.9772 2.6694 2.3173 1.8172
BLASII
400 0.6115 0.5554 0.5088 0.4073
800 1.2751 1.3887 1.1412 0.9650
1200 24280 2.5838 2.1818 1.7185
BLASIII
400 0.6329 0.5850 0.5180 0.4170
800 1.3183 1.4244 1.1862 1.0444
1200 25290 2.5745 2.2229  2.0067

optimizations than in the Toeplitz Least Square algorithm considered, which
has an order O n? .

The problem is: given a set of L+1 real symmetric matrices Ag, A4, ..., A, of
sizes nxn, and a set of real numbers A < A3 <A, (m <n), obtaind R’ and
a permutation ¢ = 04,...,0,,, with 1 < o0; <... < g,, < n, which minimizes
the function F(d,0) = 1 ™, (A, (d) — A%, with A(d), i = 1,2,...,n, the
eigenvalues of matrix A(d) = Ay =, d;A;.

The lift-and-project method used to solve the Least Square problem has been
that described in [23]. We analyze the di erent parts (TRACE, ADK, EIGEN,
MATEIG, MATMAT and ZKAOQA) to identify the lower level routines used in
the solution of the problem, and the cost of the di erent parts of the algorithm.
The theoretical model obtained is:

. 22 .
iter gksyev + 2k3,gemm + k3,dz’aggemm nd +
iter (2k1,dot + kl,scal + kl,azpy) n2|— + Zkl,dotn2L2 + ksumnl—2 (5)

where iter represents the number of iterations to reach the convergence.

In the formula there appear five parameters of routines from the lowest level
of the hierarchy (BLAS), and one from the middle level (LAPACK). Three of
the parameters of BLAS correspond to operations of BLAS 1, and two are from
BLAS 3, but of the same operation (gemm) with two di erent types of matrices.

Table 6 shows the time obtained for a 250250 matrix and with L = 25. The
total time and the time in each part of the algorithm appear in the table. The
combinations of libraries used are: LAPACK and BLAS installed in the system
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and supposedly optimized for the machine (Laln+BlIn), reference LAPACK
and a freely available BLAS for Pentium 111 (LaRe+BIIl), reference LAPACK
and a freely available BLAS for Pentium Il (LaRe+BIII), reference LAPACK
and the installed BLAS (LaRe+BlIn), LAPACK and BLAS installed for the use
of threads (LalnTh+BIInTh), reference LAPACK and a freely available BLAS
for Pentium 11 using threads (LaRe+BIIITh), and reference LAPACK and the
BLAS installed which uses threads (LaRe+BIInTh). The lowest execution time
when not using threads (Int.) and when using threads (lwt.), and the lowest
execution time (low.) are shown for each part of the algorithm and the total
time. We can see the lowest time represents an important reduction with respect
to the execution time obtained with the best combination (LaRe+BIlIl), which
is not the one installed in the system. The versions that use threads are not
better than those that do not.

Table 6: Comparison of the execution time (in seconds) in the di erent parts of

the algorithm and with di erent basic libraries. In dual Pentium IIl. n =m =
250, L = 25.
libraries TRACE ADK EIGEN MATEIG MATMAT ZKAOA  TOTAL
Laln+BlIn 1.69 12.86 165.81 0.94 98.79 14.22 294.32
LaRe+BIII 1.16 14.87 210.85 0.83 26.70 10.46 264.89
LaRe+BIII 1.16 15.65 255.20 0.86 10.52 10.44 293.85
LaRe+BlIn 1.69 16.41 336.49 1.21 123.73 18.03 497.59
Int. 1.16 12.86 165.81 0.83 10.52 10.44 201.64
LalnTh+BIInTh 1.10 13.92 266.63 0.66 14.13 12.34 308.80
LaRe+BIIITh 1.16 15.68 254.34 0.79 6.66 9.99 288.66
LaRe+BIlInTh 1.10 13.71 249.59 0.62 13.74 11.90 290.68
Iwt. 1.10 13.71 249.59 0.62 6.66 9.99 281.70
low. 1.10 12.86 165.81 0.62 6.66 9.99 197.06

If the information for matrix sizes 150 and 250 is stored in the LIFs (and for
matrix size 100 the information associated to 150 is used, and for sizes 200 and
300 that associated to 250), then the execution time obtained with the model
(mod.) is compared with the execution time of the best library (lib.), with
the time using the best library in each part of the algorithm (low.), and with
the mean of the execution time of all the libraries considered (mea.). The mean
value represents the execution time a non-expert user could obtain when solving
the problem using some reasonable values of the parameters. The comparison is
shown in table 7. The model gives a good approximation to the lowest achievable
execution time, and the time with the model is clearly better than that with
the best library, and much better than the mean time.

4 Conclusions and Future Work
The architecture of a polylibrary has been described, and the advantage of using

polylibraries has been shown with experiments with routines of di erent levels in
the libraries hierarchy, and in di erent systems. The method can be applied to
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Table 7: Comparison of the execution time using the model (mod.) with the
mean execution time (mea.), the time with the best library (lib.) and with the
best library in each part of the algorithm (low.). In dual Pentium IIl. Square
matrices and L = .

size: 100 200 300
mea. 3.57 91.30 601.95
lib. 3.06 70.34 417.10
mod. 3.10 68.75 408.99
low. 3.02 66.54 406.11

sequential and parallel algorithms, and it can be combined with other methods
of computation speed up.

The LIF of each library will contain the cost of an operation for each one of
the routines in the library. These costs may be di erent for di erent data sizes
or access schemes. The main issue for the design of polylibraries is the decision
of the format of the LIFs, which must be taken by the linear algebra community.
This would allow the development of a hierarchy of automatic tuning libraries,
with associated LIFs.

The proposed method could be applied to help in the development of e -
cient parallel libraries in other fields. At the moment we are researching the
application to Divide and Conquer and Dynamic Programming algorithms.
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Multi-domain calculations are performed by using exactly the same principle as in single-
domain computations. The only difference is that data are exchanged between adjacent domains
at the end of each scheme and after each filtering.

Expanding the configuration from two-domain to multi-domain, these transformation are
taken between each adjacent domains (processors). The computation is started with the vortex
located at the center of Mesh i. With increasing time, the vortex convects into Mesh i 4 1 after
passing through the interface. The meshes communicate through an overlap region. Each mesh
has IL number of vertical lines, which are denoted by its ¢-index, and JJL number of horizontal
lines. The values at points 1 and 2 of Mesh 2 are equal to the corresponding values at points
IL — 4 and IL — 3 of Mesh 1. Similarly, values at points 4 and 5 of Mesh 2 donate to points
IL — 1 and IL of Mesh 1. The exchange of information is shown with arrows at each point
in the schematic. Note that although points on line /L — 2 (Mesh 1) and 3 (Mesh 2) are also
overlapped, they do not need to communicate directly. This only occurs when the number of
overlap points is odd (say, 5 here) and it is called the non-communicating overlap (NCO) point.
Figure 2 shows the sketch of sending and receiving messages among different processes in our
program. A vertical interface is introduced into the curvelinear mesh as shown schematically.
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Figure 4: Running time and speedup for the set IL = 34 + 35, JL = 34, the set IL = 136 X
2, JL = 64, and the set IL = 68 x 2, JL = 64 versus the number of processors.

The number of each line overlap points can be larger and smaller, but there must be at least
two points. Reference [5] investigated some odd number of overlap points, specifically 3, 5, 7
points, and the effect of overlap size. By increasing the overlapping size, the instabilities will also
increase, and the vortex will be diffused and distorted. In a 3-point overlap, each domain receives
data only at an end point, which is not filtered. With larger overlaps, every domain needs to
exchange several near-boundary points, that need to be filtered due to the characteristic of the
Pade-type formulas. However, filtering the received data can actually introduce instabilities
at domain interfaces. On the other side, results show that the accuracy may increase with a



larger overlapping region. The 7-point overlap calculation, as opposed to the 3-point overlap
calculation can reproduce the single-domain calculation. To keep a balance, schemes with a
5-point horizontal overlap give good performance of reproducing the results of the single domain
calculation while keeping the vortex in its original shape.

swirl velocity

swirl velocity

-0.005 -

-0.015
-10

-0.005

-0.015

0.015

set 136-64 at 2400 with 2 CPUs

001

0.005 |

swirl velocity

0.015

set 136-64 at 2400 with 6 CPUs

0.005 |

swirl velocity

10

L L L L
0 5 10 15

X

20

0.015

001

0.005 |

-0.005 -

-0.015
-10

0.015

0.005 |

-0.005

-0.015

set 136-64 at 2400 with 5 CPUs

set 136-63 at 2400 with 10 CPUs

L L L L
10 -5 0 5 10 15 20
X

Figure 5: Swirl velocities of multi-domain calculation for the set with /L = 136 x 2 and JL =
64 at T' = 12 are shown as a function of the number of processors.

When specification of boundary treatment is important, the precise scheme will be denoted

with 5 numbers, abcde where a through e are numbers denoting the order of accuracy of the
formulas employed respectively at points 1, 2, {3--- IL — 2}, IL — 1 and IL respectively. For
example, 45654, consists of a sixth-order interior compact formula, which degrades to 5th- and
4th-order accuracy near each boundary. Explicit schemes in this 5 number notation will be
prefixed with an E. The curvlinear mesh in this paper is generated with the parameters .,
= Ymin = -6, Lmaz=18, Ymae=6, Az =1, Ay =4, np, =n,y =4, and ¢, = ¢, = 0. The 34443
scheme with a 5-point overlap is used to generate results.



4 Performance

All of the experiments were performed on a 24 R10000 processors SGI Origin 2000 distributed-
shared memory multiprocessor system. Fach processor has a 200MHz CPU with 4 MB of L2
cache and 2 Gbytes of main memory. The system runs IRIX 6.4.

Begin with a theoretical initial condition, the swirl velocity, v/(u — uso)2 + v2, obtained in
two-domain calculation with periodic end conditions are compared at three instants, T = 0
(shown in upper-left-side figure), 6 (shown in upper-right-side figure) and 12 (shown in bottom-
side figure), respectively. At time 7" = 0, the vortex center is located at X = 0 and, as time
increases, it convects to the right at a non-dimensional velocity of unity. The two-domain results
are clearly demonstrated in Figure 3 which shows the swirl velocity along ¥ = 0 at T = 12.
The discrepancy in peak swirl velocity between the single- and two-domain computations is
negligible. The vortex is well-behaved as it moves through the interface. The contour lines
are continuous at the non-communicating overlap point. It shows that the two-domain results
reproduce the single-domain values quite well. It also indicates that the higher-order interface
treatments are stable and recover the single domain solution.

The serious problem we first confront is the correctness of our computation. Comparing the
two-domain computation with the manual treatment by Reference [5], it is sure that the results
reproduced by the MPI parallel code were found to be in excellent agreement with those in
Reference [5]. There are not any difference between them.

Speedup figures describe the relationship between cluster size and execution time for a par-
allel program. If a program has run before (maybe on a range of cluster sizes), we can record
past execution times and use a speedup model to summarize the historical data and estimate
future execution times. Here, the speedup for the IL = 136 x 2 and JL = 64 set versus the
number of processors used is shown in Figure 4 for MPI based parallel calculations. From the
figure, we can see that the speedup is close to 8 for 10 CPUs. The reason is that, in five-point
overlap treatment, the computation on each processor is almost independent while the costs of
the communication between the processors can be disregarded. The speedup is a linear function
of the number of processors. It shows that our parallel code with MPI has good performance
on partition.

The single-domain computation with the same conditions is also included in Figure 4. Since
two different input files exist, we can not use MPI based parallel code to calculate using only 1
CPU (processor). The problem can be solved later if one input file is needed. On the other side,
the limitation of maximum number of processors depends on the size of horizontal points, IL.
Suppose we have a set with 1L = 34. More than 6 processors may output error messages because
each domain must contain at least about 5 points for exchanging with its adjacent domain.

Results of multi-domain calculations for the set with IL = 136 x 2, JL = 64 are shown in
Figure 5. In the figure, the swirl velocities at T = 12 are shown as a function of the number of
processors. With a different number of processors, the shape of swirl velocities are very close.
This shows that our multi-domain calculation on a multiprocessor system is consistent with
single domain results.

5 Conclusion

In this paper, multi-domain high-order full 3-D Navier-Stokes equations were studied. MPI was
used to treat the multi-domain computation, which is expanded from the two-domain interface
used previously. One single-domain is broken into up to 2n domains with 2n - 1 overlaps. Five
finite-sized overlaps are employed to exchange data between adjacent multi-dimensional sub-
domains. It is general enough to parallelize the high-order full 3-D Navier-Stokes equations





